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Evaluating the Potential of Open LLMSs in
Multilingual and On-Device Environments
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Abstract — Existing literature highlights Socratic
questioning as a key method for fostering critical
thinking, yet its scalability is limited by teacher
workload. While Large Language Models (LLMs) offer
automation potential, recent studies point to
performance disparities between Open and Closed
models, particularly in multilingual and resource-
constrained environments. This study addresses two
primary research questions: whether Open LLMs can
perform comparably to Closed LLMs in generating
Socratic questions for Korean students, and if on-device
models are practically feasible. It was hypothesized that
optimized Open LLMs would achieve semantic parity
with proprietary Closed models and that quantized on-
device versions would maintain sufficient quality for
offline educational use. To test this, a comparative
analysis was conducted using a dataset of 2,400
argumentative essays written by South Korean
elementary (grades 4-6), middle, and high school
students. Four models—Phi-4 (14B), Phi-4 GGUF,
Llama-3.1 (8B), and GPT-03-mini were evaluated
using BLEU, ROUGE-L, Cosine Similarity, and
BERTScore. The results demonstrate that Phi-4 (14B)
achieved performance comparable to the Closed model
benchmark, and the on-device Phi-4 GGUF proved
viable for privacy-conscious environments. Notably,
question quality was higher for elementary-level essays
and consistent across varying student performance
levels, as long as logical structure was maintained in the
input.
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These findings support the practical application of
open and lightweight LLMs to deliver scalable and
equitable Al-based feedback.
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1. Introduction

Socratic questioning is a powerful educational
technique that promotes critical thinking and self-
reflection by guiding students to explore answers on
their own rather than providing direct solutions [1],
[2]. This method has been recognized as highly
effective in facilitating deep conceptual understanding
and enhancing logical reasoning skills. It has long
been applied in disciplines that emphasize logical
thinking, such as philosophy, law, and medical
education [3]. For instance, when a teacher challenges
a student’s argument with follow-up questions such
as, “Why do you think that?”, “What evidence
supports your claim?”, or “Is this always true?”, the
student is encouraged to critically examine their logic
and refine their reasoning process [4]. This interactive
feedback mechanism fosters self-directed learning and
strengthens problem-solving abilities [5]. However,
there are several challenges in effectively
implementing this instructional method in real-world
classrooms. First, delivering Socratic questioning
tailored to each student requires significant time and
expertise from teachers [6]. Particularly in large
classrooms, it is difficult for educators to provide
continuous and individualized Socratic questioning to
support students’ cognitive processes adequately [7].
Second, the quality and consistency of questions
provided by teachers may not always be maintained.
Even skilled educators may struggle to analyze
diverse student responses in real-time and generate
appropriate follow-up questions, leading to variations
in the difficulty and direction of questioning based on
subjective judgment [8]. To overcome these
limitations and enhance the effectiveness and
scalability of Socratic questioning, recent advances in
large language models (LLMs) have opened new
possibilities in the education sector [9], [10].
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The latest Al-powered LLMs possess extensive
knowledge and contextual inference capabilities,
enabling them to analyze student essays and
automatically generate Socratic questions [4]. Unlike
traditional automated grading systems or simple Al-
based response-verification tools, LLMs can critically
assess students’ arguments, identify logical gaps, and
generate thought-provoking questions to encourage
deeper exploration [11]. These technologies allow for
automated, personalized feedback, complementing
conventional teacher-led instructional approaches.

In particular, Socratic Question Generation
(SoQG) models, which utilize LLMs to analyze
student-generated texts and automatically create
tailored questions that expand their thinking, have
recently gained attention. A study utilizing the
SocratiQ dataset demonstrated that Al can effectively
analyze students’ thought processes and generate
various types of Socratic questions, thereby providing
meaningful feedback that contributes to improved
critical thinking skills [6]. As Al-based educational
technologies continue to advance, discussions on the
use of Open LLMs and Closed LLMs have intensified.
Closed LLMs, such as OpenAl’s GPT-4, Anthropic’s
Claude, and Google’s Gemini, are proprietary models
that operate in a restricted environment, accessible

only via APl [11]. In contrast, Open LLMs,
including Meta’s Llama series, Mistral, and
Falcon, are models in which the weights and

portions of training data are publicly available,
allowing researchers to modify and fine-tune
them freely for specific applications [11].
Closed LLMs typically offer state-of-the-art
performance due to their large-scale datasets and
advanced architectures, but they come with high
usage costs and lack transparency, making customized
applications challenging. On the other hand,
Open LLMs provide a more cost-effective
alternative and can be fine-tuned to meet specific
educational needs, but they may lag behind Closed
LLMs in terms of model size and training data

quality, leading to performance gaps [12].
Additionally, the increasing use of LLMs in
multilingual educational environments  has

raised concerns about performance disparities across
different languages. One of the key challenges of
multilingual LLMs stems from imbalanced
training datasets and structural differences among
languages [13]. Studies indicate that LLMs trained
predominantly on English data exhibit lower
performance in low-resource languages such as
Korean, which suggests that Al-based educational
tools may function differently depending on
students’ linguistic backgrounds [14]. Even the most
advanced models, such as GPT-4 and Llama 2,
have been observed to perform poorly in
low-resource languages, often exhibiting
grammatical errors and difficulties in contextual
understanding [13].
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Similarly, previous research [15] emphasizes that
research on Al applications in Korean education
remains limited, and there is a lack of systematic
evaluation of educational Al for non-English learners.

These findings suggest that several critical
research questions must be addressed for Al-based
Socratic Question Generation to be effectively
integrated into educational settings. First, is there
a significant performance difference between
Closed LLMs and Open LLMs in multilingual
contexts? While Closed LLMs such as OpenAl’s
GPT models are known for their superior
performance, Open LLMs, including Meta’s
LlamA and Microsoft’s Phi models, may also be
capable of generating high-quality  Socratic
questions in languages such as Korean. Second,
can Socratic Question Generation be effectively
executed in On-Device environments? Most Al-
based feedback systems currently rely on cloud-
based infrastructures, but given concerns about data
privacy and the need for real-time feedback, it is
crucial to assess whether LLMs can operate efficiently

on local devices. ) ) )
This study examines the differences in

performance between Closed and Open LLMs in
multilingual and on-device environments for
Socratic Question Generation. By evaluating the
practical feasibility and effectiveness of Al-
generated Socratic questions, this research aims to
explore the potential for Open LLMs to be
integrated into non-English educational settings and
contribute to enhancing Al-driven  Socratic
questioning for diverse learners.

2. Theoretical Background

This section reviews the pedagogical foundations
of Socratic questioning and examines recent
advancements in Large Language Models (LLMs),
focusing on the distinction between open and closed
models in educational contexts.

2.1. The Educational Impact and Limitations of Socratic
Questioning

Socratic Questioning is a powerful pedagogical
approach that expands students’ thinking and fosters
critical reasoning by engaging them in a series of
structured inquiries [16]. This method goes beyond
simple information transfer, helping learners examine
their thought processes, reinforce logical consistency,
and promote self-directed learning [3]. Socratic
questioning encourages students to revisit their
existing beliefs and explore diverse perspectives,
aligning with Bloom’s Taxonomy, which emphasizes
higher-order cognitive skills such as analysis,
evaluation, and synthesis [17]. This questioning
technique also serves as an effective scaffolding tool
within Vygotsky’s Zone of Proximal Development
(ZPD), enabling students to extend their cognitive
abilities through structured teacher guidance.
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By posing well-crafted questions, educators can
help students surpass their current level of
understanding and gradually reach deeper levels of
comprehension [7]. Empirical research supports the
effectiveness of Socratic questioning, showing that
classrooms utilizing this method experience
significant improvements in students’ problem-
solving and critical thinking abilities [5]. These
findings suggest that Socratic questioning is not
merely an assessment tool but also a method that
actively  contributes to  students’  cognitive
development.

Socratic Questioning has applications not only in
education but also in psychology, philosophy, law,
and medicine, where it is recognized as an effective
technique for enhancing critical thinking and logical
reasoning [18]. In medical education, for example,
Socratic questioning helps students refine their
clinical decision-making by requiring them to
articulate the logical foundations of their judgments.
This method encourages learners to move beyond rote
memorization and engage in deeper analytical thought
[19].

The technique can be classified into several
categories. As identified in [20], different types of
Socratic questions include clarification questions that
help students refine their understanding, assumption-
exploring questions that challenge underlying
premises, reasoning-based questions that examine
logical consistency, alternative viewpoint questions
that encourage consideration of  opposing
perspectives, and consequence-analysis questions that
evaluate the broader implications of a given argument.
Unlike simple fact-based queries, these multi-layered
guestions encourage students to critically examine
their logic and challenge their own reasoning
structures. For example, if a student argues for the
elimination of standardized testing, Socratic questions
might prompt them to analyze the logical consistency
of their claim or consider counterexamples [4]. By
engaging with such inquiries, students refine their
arguments, adopt new perspectives, and experience
cognitive dissonance, which pushes them toward
deeper learning [21]. This iterative process fosters
self-generated questioning and answering, reinforcing
independent learning and continuously strengthening
critical thinking skills [22].

Despite its many benefits, Socratic questioning
does not guarantee equal effectiveness for all learners.
Previous research [7] found that while this method is
highly beneficial for some students, its impact can
vary depending on individual cognitive traits and prior
knowledge. Research suggests that students with
already well-developed critical thinking skills benefit
the most from Socratic questioning, as it helps them
further refine their reasoning.
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However, novice learners or those with limited
background knowledge may experience cognitive
overload when confronted with too many layered
inquiries [23]. Therefore, teachers must carefully
adjust the complexity of their questions based on
students’ cognitive levels to ensure that the learning
process remains productive rather than overwhelming.
Additionally, the effectiveness of this teaching
method relies heavily on the instructor’s ability to
design and deliver appropriate questions. As
emphasized in [24], the type and level of questions
posed by teachers significantly impact students’
learning experiences. Skilled educators must be able
to assess students’ comprehension levels and
strategically pose questions that gradually increase in
complexity. However, this requires substantial time
and effort, and in large classroom settings, providing
individualized Socratic questioning for every student
is often impractical. Moreover, real-time engagement
with each student’s thought process poses a logistical
challenge, making it difficult for educators to provide
immediate and tailored support [7].

2.2. Socratic Question Generation (SoQG) and
Applications of Large Language Models (LLMS)

Socratic questioning is recognized as an effective
instructional method for fostering critical and logical
thinking in educational settings. However, its practical
implementation presents significant challenges,
particularly in terms of the teacher’s workload and the
difficulty of providing individualized questions
tailored to each student. To address these limitations,
recent advancements in Artificial Intelligence (Al)
have led to the development of automated Socratic
Question Generation (SoQG) technologies. SoQG
utilizes Natural Language Processing (NLP)
techniques to automatically generate Socratic-style
questions that align with students’ cognitive processes
and provide targeted feedback [4]. This Al-driven
approach holds promise for overcoming issues related
to high teacher workload, the difficulty of
personalized questioning, and scalability in large
classroom environments [11].

Al-powered SoQG systems operate by analyzing
students” responses and generating appropriate
Socratic questions in real time [9]. LLMs play a
crucial role in this process, as they adjust questions
based on context and dynamically regulate question
complexity according to a student’s comprehension
level [6]. These Al-based question-generation systems
not only alleviate the burden on educators but also
enable more customized learning experiences,
maximizing the potential educational benefits of
Socratic questioning [25].
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One of the core challenges in SoQG lies in
determining the most pedagogically effective
guestions to prompt students’ cognitive expansion.
Unlike traditional query-generation (QG) systems,
which focus on information retrieval, effective SoQG
requires inference-based assessment, misconception
diagnosis, and error correction. Previous research [26]
addressed this issue by proposing a Socratic sub-
guestion generation model for mathematics education,
demonstrating that Al-generated guiding questions at
key moments in problem-solving can significantly
enhance students’ cognitive engagement. Their study
provided empirical evidence that the strategic timing
of Al-generated prompted plays a critical role in
facilitating deeper learning. Research by [4] further
advanced SoQG research by developing SocratiQ, a
dataset consisting of approximately 110,000 context-
question pairs. By training pre-trained language
models (PLMs) with this dataset, they successfully
developed an Al-driven SoQG model capable of
generating  Socratic-style questions with high
contextual precision. Their study emphasized the
importance of categorizing question types to ensure
Al-generated questions effectively align with learning
objectives. Results indicated that Al-generated
Socratic questions were more likely to stimulate
higher-order thinking compared to basic factual recall
guestions.

Recent research has explored various approaches
to enhance SoQG model performance. Research by [6]
addressed the issue of Al generating inappropriate or
redundant questions by incorporating data
augmentation techniques and preference optimization
strategies. Their study demonstrated that fine-tuning
Al models with examples of ineffective questions
allowed for significant improvements in question
quality, leading to more pedagogically meaningful
inquiries.

This research highlights the importance of
continuously refining Al training data and algorithms
to enhance the effectiveness of SoQG systems in
educational applications. Advancements in LLMs
have significantly expanded the automation potential
of SoQG. LLMs leverage extensive pre-trained
knowledge to comprehend context, adjust question
complexity, and generate appropriate Socratic
inquiries. This capability has driven the rapid
development of Al-powered Socratic tutoring
systems, which aim to facilitate deeper student
engagement [9], [25]. Two primary approaches have
been explored in LLM-based SoQG research: fine-
tuning models with SoQG datasets and, using prompt
engineering to generate  Socratic  questions
dynamically. The first approach involves training an
LLM on Socratic-style dialogues to develop a
dedicated Socratic chatbot.
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For example, [11] fine-tuned the Llama 2 model
using a critical-thinking enhancement
dataset, successfully creating an Al tutor capable
of guiding students through discussions without
providing direct answers. Their study found that
students engaged in dialogue with the Socratic
chatbot exhibited greater self-reflection and critical
analysis skills compared to those using traditional
Al chatbots that simply provided correct
answers. The second approach utilizes prompt
engineering to generate  Socratic  questions
without requiring extensive retraining.
Research by [8] investigated how optimized
prompts could be used in LLMs such as ChatGPT to

facilitate  structured Socratic questioning.
Their  study  demonstrated that Al-generated
prompts could be effectively used as an

instructional tool for designing curricula and
fostering critical thinking. Moreover, this approach
eliminates the need for costly Al fine-tuning,
making it a practical alternative for integrating Al-

driven SoQG in educational settings.
These studies not only underscore the practical

viability of Al-based SoQG but also highlight Al’s
potential to shift from simple answer verification to
actively guiding students in reasoning and inquiry. As
Al models continue to evolve, SoQG is expected to
move beyond mere automation and play an
increasingly interactive role in student cognitive
development by encouraging self-reflection, deeper
exploration, and independent critical thinking.

2.3. Open LLM vs Closed LLM: A Comparative Analysis
in Educational Applications

With recent advancements in Large Language
Models (LLMs), discussions surrounding the use of
Open LLMs and Closed LLMs in education have
become increasingly relevant. Closed LLMs, such as
OpenAl’s GPT-4, Anthropic’s Claude, and Google’s
Gemini, operate in a proprietary manner, with their
training data and internal structures kept private,
making them accessible only through APIs [11]. In
contrast, Open LLMs, such as Meta’s LLaMA series,
Mistral, and Falcon, provide publicly available model
weights and partial access to training data, allowing
researchers to freely fine-tune and customize these
models for specific use cases [11].

Closed LLMs are trained on large-scale datasets
using state-of-the-art architectures, ensuring high
language generation performance. However, these
models require subscription-based access, and their
internal mechanisms remain undisclosed, making
research and customization difficult. On the other
hand, Open LLMs allow for greater flexibility by
enabling researchers and developers to tailor models
for domain-specific applications and deploy them in
local environments.

TEM Journal — Volume 15 / Number 2 / 2026.



TEM Journal. Volume 15, Issue 2, pages 1493-1505, ISSN 2217-8309, DOI: 10.18421/TEM152-45, May 2026.

Nevertheless, Open LLMs often have smaller
model sizes and lower-quality training data than their
closed counterparts, leading to performance
disparities [12]. To bridge this gap, wvarious
optimization techniques have been developed to
enhance Open LLMs’ performance to levels
comparable to Closed LLMs. One such approach is
Knowledge Distillation (KD), a model compression
technique that transfers knowledge from a larger
teacher model to a smaller student model, improving
efficiency without significant performance loss [27].
For instance, Microsoft’s Phi-4 model was trained
using a combination of synthetic and organic data,
allowing it to perform comparably to larger models in
specific tasks [12]. Additionally, methods such as
Low-Rank Adaptation (LoRA) fine-tuning and
Reinforcement Learning from Human Feedback
(RLHF) are being applied to further improve the
efficiency and performance of Open LLMs [28], [29].

When incorporating LLMs into educational
settings, selecting between Open and Closed models
depends on multiple factors. The primary advantage
of Closed LLMs is their high stability and
performance, making them an ideal choice for
applications that demand immediate, high-quality
results (e.g., GPT-4). However, cost constraints and
the API-based access model make real-time
deployment in classrooms challenging, particularly
for institutions with limited budgets [11]. Open LLMs,
by contrast, offer greater autonomy to researchers and
educators, allowing for customization while ensuring
data security and cost-effectiveness [11]. Open
models are particularly advantageous for public
educational institutions and school-based Al tutor
development, as they allow for curriculum-specific
fine-tuning and local execution without reliance on
cloud-based services [15].

Data privacy is another critical consideration when
applying LLMs in education. Closed LLMs process
student input on external cloud servers, raising
concerns about data security and compliance with
privacy regulations [30]. In educational settings,
particularly when dealing with sensitive student data,
cloud-based processing increases the risk of data
breaches. Conversely, Open LLMs can be deployed in
local environments, eliminating external data
transmission risks and offering stronger data
protection [30]. For instance, schools can integrate
Open LLMs into secure on-premise servers, teacher
workstations, or student devices, enabling real-time
Socratic question generation without compromising
data privacy. As a result, institutions that prioritize
data security and compliance are more likely to adopt
Open LLM-based Al tutors over their cloud-
dependent Closed LLM [15].
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Several studies have demonstrated the
effectiveness of Open LLMs in educational
applications. In programming education, Open LLMs
have been tested to analyze student code errors and
provide real-time feedback, with some models
achieving GPT-4-level performance in specific tasks
[31]. Additionally, Open LLMs fine-tuned for
Korean-language educational applications have
demonstrated greater domain relevance than Closed
LLMs, highlighting their potential for enhancing non-
English Al tutoring systems [32]. These findings
suggest that Open LLM adoption in education is
steadily increasing, particularly in contexts where data
privacy, cost efficiency, and adaptability are key
concerns.

The ongoing Open vs Closed LLM debate
underscores the need for context-specific decision-
making when integrating Al into education. While
Closed LLMs offer unmatched performance, their
accessibility and cost barriers limit widespread
adoption in educational institutions. Open LLMs, on
the other hand, provide more control over Al
implementation, enabling schools and researchers to
develop  cost-effective,  privacy-conscious Al
solutions tailored to specific learning environments.
As Al continues to evolve, the future of Al-powered
education will likely involve a combination of both
Open and Closed models, leveraging the strengths of
each to create efficient, scalable, and ethical Al-driven
learning experiences.

2.4. Research on Multilingual LLM Performance and
Optimization

Ensuring consistent performance across multiple
languages is a critical requirement for Al-based
learning tools to be widely adopted in educational
environments. However, since most Large Language
Models (LLMs) are trained predominantly on
English-centric datasets, performance disparities
across languages remain a persistent issue [14]. In
particular, low-resource languages, such as Korean,
exhibit significantly lower response quality than
English, which can limit the effectiveness of Al-
driven educational tools [15]. Consequently,
researchers have Dbeen actively investigating
evaluation metrics and optimization strategies to
improve LLM performance in multilingual contexts.

The key challenges faced by LLMs in multilingual
environments stem from imbalanced training data,
linguistic structural differences, and limitations in
evaluation metrics [13]. A study by [14] demonstrated
that when LLMs are predominantly trained on English
datasets, their comprehension and text-generation
capabilities significantly decline in low-resource
languages like Korean.
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This degradation is often attributed to a lack of
high-quality training data or the models’ inability to
incorporate language-specific syntactic and semantic
structures effectively. Research by [13] further
emphasized that LLMs exhibit performance
disparities not only due to data scarcity but also
because of fundamental linguistic differences across
languages. In  particular, models trained
predominantly on English struggle with flexible word
order and context-dependent meaning in languages
like Korean, leading to grammatical inconsistencies
and contextual misunderstandings. This underscores
the importance of context-aware fine-tuning, where
models trained on high-quality, language-specific
datasets achieve more natural and semantically
coherent responses. Research by [33] further noted
that linguistic biases emerge in NLP model training,
particularly affecting languages with complex
morphosyntactic  structures, implying that such
languages require substantially more training data to
ensure robust performance.

Several optimization techniques have been
explored to improve LLM performance in
multilingual settings, particularly for Korean and
other low-resource languages. Key approaches
include data augmentation, fine-tuning, and the
establishment of language-specific  evaluation
frameworks. First, data augmentation has been widely
employed to enhance  multilingual  model
performance. As emphasized in [33], high-quality,
language-specific training data is essential for NLP
models to perform effectively across diverse linguistic
contexts. Studies have shown that applying data
augmentation techniques in Korean and Arabic
significantly improves contextual understanding and
text generation accuracy. Second, fine-tuning
multilingual LLMs has proven to be an effective
method for improving performance. For instance, [32]
developed KIT-19, a Korean-specific instructional
dialogue dataset, designed to enhance the fluency and
contextual relevance of Al-generated text in Korean
education. Unlike many multilingual LLMs that rely
heavily on translated corpora, KIT-19 was constructed
with natively written Korean educational texts,
ensuring more natural and pedagogically relevant
outputs. Finally, the evaluation of LLM performance
in multilingual applications has gained increasing
research attention. Various evaluation frameworks,
such as LEPOR, have been proposed to assess
linguistic consistency and contextual appropriateness
across different languages. In the context of Korean-
language educational applications, [15] developed an
LLM evaluation framework, demonstrating that fine-
tuned models trained on specialized educational
datasets outperform general-purpose multilingual
LLMs in Korean-language tasks.
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These studies provide valuable insights into
strategies for enhancing LLM performance in
multilingual education. In particular, for Korean-

language  education, achieving optimal Al
performance necessitates high-quality = dataset
construction and tailored model optimization.

Furthermore, continued research is needed to assess
whether Al-driven educational tools effectively
contribute to students' cognitive and critical thinking
development in diverse linguistic contexts.

3. Research Methodology

This section outlines the dataset utilization, model
selection criteria, and the specific evaluation metrics
employed to assess the performance of Socratic
Question Generation across different LLMs.

3.1. Dataset

This study utilized the Al Hub Essay Evaluation
Dataset, provided by the National Information Society
Agency (NIA) of South Korea. Al Hub is a platform
that collects and publicly shares datasets for Al
training, and the dataset used in this study consists of
essays written by elementary, middle, and high school
students, along with their evaluation scores. The
dataset includes essays on 50 pre-selected topics,
chosen through expert consultation. Each essay was
scored by three evaluators using a rubric with up to 11
evaluation criteria, ensuring the reliability of the
dataset. The dataset is categorized into two main types
of essays: argumentative essays (51.5%) and narrative
essays (48.5%). Argumentative essays are further
divided into opinion statements, pros/cons
discussions, and alternative proposal types, while
narrative essays include explanatory writing and
creative writing. For this study, opinion-based
argumentative essays were specifically extracted to
evaluate Socratic Question Generation (SoQG)
models. The target dataset consists of essays from
grades 4-6 (elementary school), grades 1-3 (middle
school), and grades 1-2 (high school), with 300 essays
per grade level, totaling 2,400 essays. To enhance the
reliability of the analysis, data sampling was
conducted to ensure a normal distribution of essay
scores across grade levels. This approach allowed for
a more precise analysis of how SoQG models generate
questions based on students' writing proficiency.

3.2. Model Selection

The models used in this study were categorized
into Closed LLMs and Open LLMs. The Closed LLM
selected for comparison was GPT-03-mini, a
lightweight version of OpenAl's proprietary GPT
series.
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Closed models, like GPT-03-mini, do not disclose
their training data or internal architecture, making
them challenging to fine-tune or modify for specific
applications.

For Open LLMs, this study included Phi-4
(14B) and Llama 3.1 (8B). Phi-4, developed by
Microsoft, and Llama 3.1, developed by Meta, are
open-source models that allow researchers to fine-
tune and modify them for specialized use cases.
Additionally, this study included Phi-4 GGUF, a
lightweight, on-device version of Phi-4 designed
for local execution. This model was included to
evaluate the feasibility of running SoQG in an
on-device setting with lower computational
resources.

3.3. Model Output Generation

To generate model outputs, a few-shot prompting
technique was applied. This method involved
providing LLMs with structured prompts that guided
them in generating Socratic-style questions. The
prompt template used in this study was designed based
on the Socratic question types defined in the research
by [4]. The prompt was carefully structured to ensure
that the model could clearly distinguish between
different types of Socratic questions and generate
inquiries that effectively expanded students’ thinking.

The model output environments varied depending
on the LLM used. The GPT-03-mini model generated
results using a batch processing method via its API.
The Phi-4 (14B) and Llama 3.1 (8B) models were
executed in Google Colab, utilizing an NVIDIA A100
GPU to load and generate outputs. The Phi-4 GGUF
model was deployed on Ollama, configured to run on-
device computations on a MacBook M4 Pro for local
execution.

3.4. Model Performance Evaluation

To assess the performance of the natural language
generation (NLG) models, this study employed four
automatic evaluation metrics: BLEU, ROUGE,
Cosine Similarity, and BERTScore. These metrics
were used to quantify the similarity between model-
generated  Socratic questions and reference
(benchmark)  questions, providing a multi-
dimensional analysis of output quality. BLEU
(Bilingual Evaluation Understudy) is a widely used
metric in machine translation and NLG, measuring the
n-gram overlap between candidate and reference
sentences. BLEU scores range from 0 to 1, with higher
scores indicating greater similarity to reference
sentences. However, since BLEU is based on lexical
matching, it does not fully capture semantic similarity.
ROUGE (Recall-Oriented Understudy for Gisting
Evaluation) is commonly used to evaluate text
summarization and generation by assessing the recall-
based word overlap between candidate and reference
texts [34].
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This study specifically used ROUGE-L (Longest
Common Subsequence Match) to measure how well
model-generated Socratic questions retained key
information from reference questions. Cosine
Similarity evaluates semantic similarity by converting
sentences into vector representations and calculating
the angular distance between vectors [35]. This study
applied sentence embedding techniques to
quantitatively assess the semantic relationships
between generated and reference Socratic questions.
BERTScore (Bidirectional Encoder Representations
from Transformers Score) leverages pre-trained
BERT models to measure semantic similarity by
comparing contextual embeddings of words in
candidate and reference sentences [36]. Unlike BLEU
or ROUGE, BERTScore captures deeper contextual
meanings, making it more suitable for evaluating
conceptual coherence in Socratic questioning.
BERTScore computes word-level similarity using
precision, recall, and Fl1-score, providing a robust
assessment of the semantic fidelity of generated
guestions.

By integrating BLEU, ROUGE-L, Cosine
Similarity, and BERTScore, this study conducted a
comprehensive evaluation of model performance.
BLEU and ROUGE measured lexical accuracy and
content coverage, while Cosine Similarity and
BERTScore assessed semantic consistency and
conceptual depth. This multi-metric evaluation
ensured that even if a model achieved a high score in
one aspect, potential deficiencies in semantic
alignment or linguistic diversity could still be
identified.

4. Results

This section details the findings of the study,
focusing on model output stability, computational
efficiency, and performance across multiple
evaluation metrics. Additionally, it analyzes the
impact of school levels and student proficiency on the
quality of generated Socratic questions.

4.1. Model Output Analysis

This study compared and analyzed the
performance of different Large Language Models
(LLMs) in generating Socratic-style questions for
educational applications. The models evaluated in this
study included GPT-03-mini, Phi-4 (14B), Llama-
3.1 (8B), and Phi-4 GGUF. To comprehensively
assess model performance, response stability, output
length, computational efficiency, and inference costs
were  analyzed across  different  deployment
environments.
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To assess the stability of model outputs, the error
rate was measured based on the percentage of
responses that failed to generate properly. The results
indicated that GPT-03-mini exhibited the highest
stability, with an error rate of 0%, making it the most
reliable model for generating responses. Phi-4 (14B)
had a slightly higher error rate of 0.08%,
demonstrating strong performance in handling
diverse input contexts. In contrast, Llama-3.1 (8B)
recorded a significantly higher error rate of 6.04%,
and Phi-4 GGUF exhibited the highest error rate
at 11.25%. These findings suggest that certain
models are more prone to response failures, which

could be attributed to token limitations,
memory constraints, or inefficiencies in
prompt handling. This factor is particularly

relevant in educational applications where reliability
and consistency in Al-generated content are essential.

An analysis of response length revealed notable
variations among the models. Phi-4 (14B) generated
the longest responses, with an average length of 85.19
characters, followed closely by GPT-03-mini at 80.21
characters. Phi-4 GGUF produced slightly shorter
responses, averaging 74.06 characters. By contrast,
Llama-3.1 (8B) generated the shortest responses,
with an average length of 52.86 characters. These
results indicate that some models prioritize concise
responses, while others generate more elaborate
answers. The implications of these stylistic
differences should be considered when selecting Al
models for educational settings, as response length
and content depth play a crucial role in student
engagement and learning effectiveness.

Beyond response characteristics, this study also
examined the computational efficiency and cost
implications of deploying LLMs in different
execution environments. To evaluate the financial cost
of using commercial cloud-based Al services, the
computational expenses incurred when running large-
scale inference using GPT-4 Batch APl were
analyzed. The first batch request processed a total of
3,992,242 tokens, consisting of 1,776,146 input
tokens and 2,216,096 output tokens, leading to a total
cost of $6.02 USD.
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These results highlight the financial implications
of deploying closed-source LLMs like GPT-4 for
large-scale educational applications. While closed
models provide high-quality outputs, they require
substantial operational costs, particularly for
institutions that plan to process a large volume of
queries. Inference latency was also measured to assess
computational efficiency across different hardware
environments. When deployed on an A100 GPU in
Google Colab, Phi-4 (14B) achieved an average
response time of 7.01 seconds per essay, while
Llama-3.1 (8B) demonstrated a faster processing
time of 4.41 seconds per essay. In contrast, when Phi- 4
GGUF was executed locally on a MacBook Pro M4 Pro
using Ollama, the average response time increased to
15.32 seconds per essay, showing more than a 2.2x
increase in processing time compared to GPU-based
execution. This demonstrates that while cloud-based
execution offers faster processing speeds, local
execution allows for independent inference without
reliance on external APIs, offering advantages in
terms of privacy and offline usability.

These findings underscore the need to carefully
balance cost, computational efficiency, and reliability
when selecting Al models for educational
applications. While cloud-based GPU inference offers
significant advantages in processing speed, locally
executed models provide an alternative for institutions
that prioritize data security and cost-effectiveness. In
educational settings where Al-generated content must
be both accessible and efficient, selecting an optimal
deployment strategy is essential to ensuring the
sustainable and effective use of Al in learning
environments.

4.2. Model Performance Analysis

This study used GPT-03-mini as the benchmark
model and evaluated the performance of various
LLMs in generating Socratic questions based on
student essays.
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Table 1. ANOVA analysis of LLM performance in Socratic question generation across multiple evaluation metrics

Metrics Model Mean S.D F P Scheffe
a. phi-4 (14B) 279 .083
BLEU b. Llama-3.1 (8B) 190 .096 490.922 <.001 a>c>b
c. phi-4 GGUF 223 121
a. phi-4 (14B) .609 .069
ROUGE-L b. Llama-3.1 (8B) .509 161 294.856 <.001 a>(b, )
c. phi-4 GGUF 517 .209
Cosine a. phi-4 (148) .656 101
Similarity b. Llama-3.1 (8B) .539 .193 302.515 <.001 a>(b, ¢)
c. phi-4 GGUF .548 .229
a. phi-4 (14B) .894 .029
BERTScore b. Llama-3.1 (8B) .833 212 158.844 <.001 a>b>c
c. phi-4 GGUF .789 .282
As shown in Table 1 and the first row of Figure 1, ANOVA analysis confirmed that the differences in

the BLEU score results showed that the Phi-4 (14B) BLEU scores among the models were statistically
model achieved the highest score at 0.279, significant (F = 490.922, p < .001). Post hoc Scheffe
followed by Phi-4 GGUF (0.223) and Llama-3.1 (8B) tests indicated the ranking Phi-4 (14B) > Phi-4
(0.190). BLEU measures how closely the generated GGUF > Llama-3.1 (8B), suggesting that Phi-4
sentence matches the reference sentence at the word  (14B) produced the most lexically precise Socratic
level, with higher scores indicating greater similarity.  question.

BLEU (phi_4) - Histogram BLEU (llama_3) - Histogram BLEU (phi_4_gguf) - Histogram BLEU - Model Comparison

200 P 300 |_| 08 >
—LI 00 07 8
250 [ 250
|— 250 0.6
200 } 200 Al 05
- f - [ 1 . 200 | | .
5 5 S t T 04
g 10 i | 8 10 8 150 ]
o | | I 9 03
| 2y | 100 ' 02
) Fi "‘1 ) H h1 ) LT‘ I | ;
oLt [H“H‘IHM R [Trerry B R IIHI"I'I'H- - oo
0.0 0.2 0.6 0.8 0.0 02 0.4 0.6 0.8 0.0 02 04 0.6 08 phi_4 I\ama 3 phi_4_gguf
ROUGE_L (phi_4) - Histegram ROUGE_L (llama_3) - Histogram ROUGE_L (phi_4_gguf) - Histogram ROUGE_L - Model campar ison

400 ['] 300 ﬂ

300 [ o8
] 250 I -‘ 250
& [ = 200 | = 200 W s
g | g | g
200 ‘ 9 130 f “ 150 | os
i H _

|
i AR UE SEk

0.0 0.2 0.4 06 08 0.0 0.2 04 06 08 oo o6 o8 ph|4 llama_3 phulgguf
Model

ROUGE_L

Cosine (phi_4) - Histogram Cosine (llama_3) - Histogram Cosine (phi_4_gguf) - Histogram Cosine - Model Comparison

00 I |— 250
dll 7} 1
250 f we rr 200 l_’T o
- | . | | —
& | g f g 150 i
8 150 J 1 k] o / g \ \ 0
100 f | 1

Cosine

! I3 1 n 02 g
% A » } 0 w .
R [\l | il | el e .
, il L S ] b . | I 9
00 02 04 06 08 10 0r 02 04 06 OB 0o 02 04 06 08 phi_a llama_3  phi_4_gguf
Madel
BERTScore_F1 (phi_d) - Histogram BERTScore_F1 (llama_3) - Histogram BERTScore_F1 (phi_4_gguf) - Histogram BERTScore_F1 - Medel Comparison
1200 10
1500 1400 [] o o
——
1400 1200 10001 08 8
o 8
1200 1000 800 = &
& o6
& 1000 £ 800 = @ E
H 5 R 2
#
S soo & oo 8 £ o g i
600 400 “ g8 g
w00 400 A 0.2 § ] g
200 200 200 |-| o o
o o I ol 1l 0o o o °
0.0 [+ 0.4 0.6 0.8 10 0.0 0.2 0.4 0.6 0.8 0.0 0.2 04 06 o8 phi_a llama_3  phi_4_gguf
Model

Figure 1. Performance distribution and model comparison for Socratic question generation across four evaluation
metrics: (Row 1) BLEU, (Row 2) ROUGE-L, (Row 3) Cosine Similarity, and (Row 4) BERTScore
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The ROUGE-L score results were consistent with
the BLEU findings. As illustrated in the second row of
Figure 1, Phi-4 (14B) scored the highest at 0.609,
while Phi-4 GGUF and Llama-3.1 (8B) scored 0.517
and 0.509, respectively. ROUGE-L measures the
longest common subsequence (LCS) match between
the generated and reference sentences, indicating how
well the generated question preserves key information
from the reference. ANOVA analysis confirmed
statistically significant differences in ROUGE-L
scores (F = 294.856, p < .001), with post hoc analysis
showing Phi-4 (14B) outperforming the other models.

The Cosine Similarity scores also showed that Phi-
4 (14B) achieved the highest score at 0.656, followed
by Phi-4 GGUF (0.548) and Llama-3.1 (8B) (0.539).
As depicted in the third row of Figure 1, Cosine
Similarity evaluates the semantic closeness of
sentences by converting them into vector
representations and measuring their angular distance.
Higher scores indicate that the generated Socratic
questions align more closely in meaning with the
reference  questions. ANOVA results showed
significant differences in Cosine Similarity scores (F
=302.515, p <.001), and post hoc tests confirmed that
Phi-4 (14B) generated semantically closer questions
than the other models.

The BERTScore results followed a similar pattern,
with Phi-4 (14B) scoring the highest at 0.894,
followed by Llama-3.1 (8B) (0.833) and Phi-4
GGUF (0.789). As presented in the bottom row of
Figure 1, BERTScore measures semantic similarity
using pre-trained BERT embeddings, making it more
effective than BLEU or ROUGE at capturing
contextual meaning.

ANOVA results indicated statistically significant
differences (F = 158.844, p < .001), and post hoc
analysis ranked the models as Phi-4 (14B) > Llama-
3.1 (8B) > Phi-4 GGUF.

Across all evaluation metrics—BLEU, ROUGE-L,
Cosine Similarity, and BERTScore—Phi-4 (14B)
achieved the highest performance. It demonstrated
superior  lexical accuracy (BLEU), content
preservation (ROUGE-L), and semantic similarity
(Cosine Similarity, BERTScore). Meanwhile, Phi-4
GGUF, despite being a smaller model, outperformed
Llama-3.1 (8B) in BLEU and ROUGE-L,
suggesting that Phi-4 GGUF provides strong
performance relative to its model size. Additionally,
Phi-4 GGUF's ability to run on-device makes it a
viable alternative for mobile or offline applications.

4.3. Model Performance by School Level

The performance of each model was analyzed
based on school level. BERTScore was used as the
primary evaluation metric for this analysis.
Traditional evaluation metrics such as BLEU and
ROUGE assign higher scores when the generated text
closely matches the reference text in word choice and
sentence structure. However, in Socratic Question
Generation, a well-formed question does not
necessarily need to have identical wording to the
reference question; it only needs to convey the same
core meaning. Therefore, this study adopted
BERTScore, which measures semantic similarity, to
evaluate how conceptually aligned the generated
questions were with the benchmark questions. Table 2
summarizes the ANOVA results regarding model
performance differences across school levels.

Table 2. ANOVA results for model performance across school levels using BERTScore

Model School Level N Mean S.D F P Scheffe
) 1. High school 600 .893 .038
(perBAB 2. Middle school 900 .892 .013 6.091 .002 3>1,2
3. Elementary school 900 .896 .033
1. High school 600 .832 211
L'a('gg')&l 2. Middle school 900 819 231 3848 021 32
3. Elementary school 900 .847 191
) 1. High school 600 811 .253
Ly 2. Middle school 90 774 208 3210 041 152
3. Elementary school 900 .789 .281

The results showed that, for the Phi-4 (14B) model,
Socratic questions generated from elementary school
essays achieved the highest BERTScore of 0.896,
followed by middle school (0.892) and high school
(0.893).
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ANOVA analysis confirmed that the differences
were statistically significant (F = 6.091, p = 0.002).
Post hoc Scheffe tests revealed that questions
generated from elementary school essays exhibited
significantly higher performance compared to those
generated from middle and high school essays.
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A similar trend was observed in the Llama-3.1
(8B) model, where Socratic questions generated from
elementary school essays achieved the highest
BERTScore (0.847), followed by high school (0.832)
and middle school (0.819). ANOVA results showed
significant differences (F = 3.848, p = 0.021), and
Scheffe post hoc tests confirmed that the performance
of elementary school-generated questions was
significantly higher than those generated from middle
school essays.

However, a different pattern emerged with the Phi-
4 GGUF model. Socratic questions generated from
high school essays achieved the highest BERTScore
(0.811), outperforming elementary school essays
(0.789), while middle school essays had the lowest
score (0.774). ANOVA results confirmed statistically
significant differences (F = 3.210, p = 0.041), with
post hoc Scheffe tests indicating that questions
generated from high school essays performed
significantly better than those from middle school
essays .

These findings suggest that LLM performance in
generating Socratic questions varies by school level
and model type. In Phi-4 (14B) and Llama-3.1 (8B),
elementary school essays led to higher-quality
guestions, possibly because elementary students’
writing tends to be more direct and structured, making
it easier for models to extract key arguments and
formulate meaningful inquiries. Conversely, Phi-4
GGUF performed better with high school essays,
suggesting that this model may handle more complex
and structured writing more effectively. These results
highlight the importance of selecting LLMs optimized
for specific educational contexts, ensuring that
Socratic Question Generation aligns with students’
cognitive and linguistic development.

4.4. Model Performance by Student Proficiency Level

The BERTScore metric was used to analyze
differences in Socratic question generation quality
based on students’ academic performance. The study
categorized students into three academic groups
(high-, mid-, and low-performing students) while
maintaining a distribution of 30% high, 40% middle,
and 30% low performers across each grade level.
However, because the original dataset did not follow
a perfect normal distribution, some grade levels had
an overrepresentation of certain academic groups. For
example, elementary school students were more
frequently in the lower-performing group, while
middle school students had a higher proportion of high
performers. Additionally, weight-based sampling was
applied to ensure that data points around the mean
were more prominent, leading to an increase in the
middle-performing group size.
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For high school students, no significant differences
were observed between academic groups in terms of
BERTScore. Socratic questions generated from essays
written by high-achieving students had an average
BERTScore of 0.888, while middle performers scored
0.895 and low performers scored 0.894. ANOVA
results (F = 1.498, p = .224) confirmed that there were
no statistically significant differences between groups.
This suggests that when generating Socratic questions
from high school essays, the students' academic
performance did not significantly influence Al-
generated question quality. The findings imply that
both high-achieving and lower-achieving high school
students produce writing with similar logical
consistency, leading to consistent Al question
performance across academic groups.

For middle school students, a similar trend was
observed, with no statistically significant differences
in BERTScore across academic groups. The Socratic
questions generated from high-achieving students’
essays had an average BERTScore of 0.892, while
middle and low performers scored 0.892 and 0.894,
respectively. ANOVA results (F = 1.851, p = .158)
confirmed no significant differences among groups.
These results indicate that Al-generated Socratic
questions remained consistent regardless of student
performance level in middle school essays, meaning
that both high and low performers produced writing
that led to similarly high-quality Al-generated
Socratic questions.

In contrast, for elementary school students,
statistically significant differences in BERTScore
were observed across academic groups. Socratic
questions generated from high-achieving students'
essays had the highest BERTScore of 0.900, followed
by middle performers (0.899) and low performers
(0.893). ANOVA analysis confirmed that these
differences were statistically significant (F = 3.846, p
=.022). However, Scheffe post hoc analysis found no
clear distinctions among the groups, suggesting that
while some variations existed, they were not
substantial enough to indicate a strong relationship
between academic performance and Al-generated
question quality.

These findings suggest that academic performance
had minimal impact on the quality of Al-generated
Socratic questions, especially for middle and high
school students. Even among high and low
performers, the Al-generated Socratic questions
remained semantically similar, indicating that LLMs
can generate high-quality questions regardless of the
student’s writing proficiency, as long as the writing
meets a certain logical threshold. In elementary
school, minor differences were observed, likely due to
the greater variation in writing styles and argument
structure among younger students. However, even in
this case, the impact of academic performance on Al-
generated question quality was relatively small.
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4.5. Summary of Findings

In the Socratic Question Generation evaluation,
GPT-03-mini was used as the benchmark model, and
the performance of other models was compared. GPT-
03-mini is a closed-source GPT model optimized for
advanced reasoning, and it served as the highest-
quality reference model in this study. The dataset
included essays from elementary, middle, and high
school students, and each essay was processed through
the Al models to generate Socratic-style feedback.

For the open-source LLMs, Phi-4 (14B)
and Llama-3.1 (8B) were selected, along with
Phi-4 GGUF, a lightweight, on-device version of the
Phi-4 model, which was tested for local
execution feasibility. Few-shot learning prompts
were provided to all models, but some open models
failed to generate consistent outputs, particularly in
zero-shot settings, highlighting the importance
of well-structured examples in Al-based question
geriehetiemaluation results showed that Phi-4 (14B)
performed the best among open models, achieving
89.4% of GPT-03-mini’s question quality. While Phi-
4 (14B) lagged slightly behind GPT-03-mini in
contextual accuracy and logical depth, it consistently
generated high-quality Socratic questions.

Phi-4 GGUF also demonstrated stable performance
despite being a smaller, lightweight model. Although
quantized for local execution (4-bit compression), it
still achieved 87.0% of GPT-03-mini’s question
quality, suggesting that on-device Socratic tutors
could be a viable alternative to cloud-based Al
solutions.

On the other hand, Llama-3.1 (8B) exhibited
lower performance, achieving only 79.5% of GPT-
03-mini’s quality. The generated questions tended
to be simpler and less exploratory, and in zero-shot
settings, the model failed to generate Socratic
questions reliably. This indicates that smaller
models require more structured guidance to
effectively generate deep, inquiry-based questions.

Overall, the performance hierarchy was GPT-03-
mini > Phi-4 (14B) = Phi-4 GGUF > Llama-3.1 (8B),
demonstrating that open-source models are
approaching closed-source GPT models in capability
but still show performance gaps.

5. Conclusion

This study aims to compare the performance
differences between open-source and closed-source
LLMs in Al- SoQG and assess whether lightweight,
on-device models can effectively provide high-quality
feedback. The results show that among the open
LLMs, Phi-4 (14B) demonstrated performance
comparable to closed models, indicating its potential
for educational applications.
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Furthermore, Phi-4 GGUF maintained a stable
performance level even in an on-device setting,
proving its capability to generate Socratic questions
without reliance on cloud-based Al.

These findings suggest that open LLMs could
serve as viable alternatives to closed LLMs in
educational environments. While closed models
generally offer high performance, their associated
costs and potential data privacy concerns can make
them less accessible for educational institutions. By
contrast, open-source LLMs allow researchers to fine-
tune models and optimize them for specific
educational settings, and the results of this study
indicate that some open models can achieve
performance levels close to those of closed models.
Additionally, the potential of lightweight, on-device
models was confirmed, offering practical implications
for Al adoption in education. Most existing Al-based
feedback systems operate in cloud environments,
which often raises concerns regarding real-time
feedback delays and data privacy risks. However, the
Phi-4 GGUF model tested in this study demonstrated
that it can run locally on devices while maintaining a
sufficient level of Socratic question generation
performance. This suggests that future research could
explore on-device Al models as a feasible alternative
for educational settings where internet access is
limited or data security is a priority.

Despite these promising findings, this study has
several limitations. First, while BLEU, ROUGE,
Cosine Similarity, and BERTScore were used to
evaluate the quality of Al-generated Socratic
questions, the actual educational impact of these
guestions was not directly assessed. In other words,
additional experimental studies are needed to measure
the influence of Al-generated questions on students'
cognitive development and learning outcomes.
Second, on-device models operate in environments
with limited computational resources, necessitating
further optimization research to enhance their
efficiency. While Phi-4 GGUF performed relatively
well, it still exhibited performance gaps compared to
closed LLMs.

Future research should focus on quantitatively
analyzing the educational effectiveness of Al-based
Socratic Question Generation and optimizing open-
source LLMs to achieve performance levels closer to
those of closed LLMs. Additionally, developing new
evaluation metrics to assess the pedagogical relevance
of Al-generated questions and conducting teacher-
and student-based experimental studies in real-world
educational settings will be crucial. These steps will
help determine whether Al-based feedback systems
provide tangible benefits to learners.

This study examined the feasibility of open-source
LLMs and on-device models in Al-driven Socratic
Question Generation and evaluated their practical
applications in educational feedback systems.
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Moving forward, research should explore student-
adaptive SoQG models using open LLMs and
investigate optimal teaching strategies that combine
Al-generated feedback with human instruction. With
continued research and development, Al-based
Socratic Question Generation could be more
effectively integrated into educational environments,
enhancing personalized learning experiences and
fostering critical thinking skills among students.
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