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Abstract - Recent studies show that transformer-
based architectures and foundation models have 
achieved promising results in time-series forecasting, 
yet their advantages over traditional machine-learning 
methods remain inconsistent across domains and 
forecasting horizons. This study investigates whether 
modern transformer-based models provide systematic 
performance gains compared to classical regression 
approaches and examines four representative models as 
SAMFormer, TimesFM, Time-MoE, and TimeGPT and 
benchmark them against established baselines including 
Linear Regression, MLPRegressor and ensemble 
methods. In the paper it is hypothesized that 
transformer-based models outperform traditional 
methods, particularly for longer forecasting horizons 
and datasets with strong temporal dependencies. An 
experimental evaluation is conducted across four real-
world datasets from weather, finance, energy, and 
healthcare domains, using multiple context and 
prediction length settings. Model performance is 
assessed using standard error-based and distribution-
based metrics. The results show that transformer-based 
models generally outperform regression baselines, with 
SAMFormer demonstrating the most stable and 
consistent performance across datasets and horizons.  
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TimeGPT excels in short-term forecasting, while 
TimesFM exhibits limited robustness, especially for 
longer horizons. Fine-tuning yields mixed benefits, 
depending on the dataset and model architecture. 
Overall, the findings provide an evidence-based 
assessment of when transformer-based forecasting is 
advantageous and when simpler models remain 
competitive, offering practical guidance for model 
selection in real-world time-series applications. 

Keywords - Time-series forecasting, transformer 
models, foundation models, fine-tuning, predictive 
analytics.  

1. Introduction

This study systematically evaluates whether recent
transformer-based time-series models, ranging from 
lightweight architectures to large pretrained 
foundation models consistently outperform classical 
machine-learning baselines. It benchmarks 
SAMFormer, TimesFM, Time-MoE, and TimeGPT 
across four datasets and multiple context–forecast 
horizon settings to analyze their performance, 
robustness, and sensitivity to data domain and 
prediction length. By comparing these models against 
standard baselines such as Linear Regression, 
MLPRegressor, and ensemble methods, the study 
provides an evidence-based assessment of when 
transformer-based forecasting offers clear advantages 
and when simpler approaches remain competitive. 

1.1. Research Aim 

     Over the years, time-series forecasting has become 
an increasingly vital task, as demonstrated by the 
substantial interest from both research and industry. 
The ability to predict future values based on past 
observations holds significant value across various 
domains, enabling applications such as financial 
forecasting for cost reduction and profit 
maximization, or energy consumption optimization in 
the energy sector [1], [2].  
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Accurate forecasting can lead to substantial 
benefits, reinforcing the need for robust predictive 
models. 

The rising demand for time-series forecasting has 
driven continuous advancements in state-of-the-art 
models aimed at improving predictive accuracy [3]. 
While traditional models primarily rely on supervised 
learning, recent progress in deep learning has 
introduced transformer architectures originally 
developed for natural language processing into the 
time-series domain. Despite their success in Natural 
Language Processing (NLP), transformer-based 
approaches for time-series forecasting have produced 
mixed results, and the reasons behind their varying 
performance remain an active area of investigation 
[4]. 

Unlike task-specific models trained from scratch, 
foundation models are pretrained on diverse datasets 
and adapted to downstream tasks, enabling them to 
capture general patterns across domains. This paper 
aims to compare the performance of several 
transformer-based models with traditional machine 
learning methods, evaluating their strengths and 
limitations across diverse datasets and forecasting 
horizons. 

 To this end, four transformer-based approaches 
are examined and compared: 

 

• SAMFormer is a lightweight transformer 
architecture designed for long-term multivariate 
time-series forecasting [5]. It integrates a shallow 
transformer encoder, channel-wise attention, 
reversible instance normalization (RevIN), and 
sharpness-aware minimization (SAM) [6], the 
latter being particularly crucial to its performance. 

• TimesFM is a foundation model employing a 
decoder-only architecture for univariate 
forecasting. It predicts in patches of 32-time steps 
and is pretrained on a vast dataset including 
synthetic data, Google Trends, and Wikipedia 
Pageviews [7], [8]. Its strong zero-shot 
performance indicates robust generalization 
capabilities. 

• Time-MoE is a mixture-of-experts (MoE) 
foundation model scaled to 2.4 billion parameters 
and trained on 300 billion time-series points across 
nine domains. It supports arbitrary context and 
prediction lengths, offering high flexibility [9], 
[10]. 

• TimeGPT is a proprietary time-series foundation 
model designed for both zero-shot and fine-tuned 
forecasting, leveraging large-scale pretraining to 
model complex temporal dynamics [11]. 

 

 To comprehensively evaluate these models, is 
compared their performance across four diverse 
datasets and three different context–prediction length 
settings.  

As a benchmark, the traditional machine learning 
models such as Linear Regression, MLPRegressor, 
and ensemble techniques are included. This setup 
allows to assess the absolute forecasting performance 
of transformer-based models, as well as their ability to 
capture underlying temporal patterns relative to 
conventional approaches [12]. 

 
1.1.1. Research Questions 

 
The main objective of this research is to compare 

the performance of transformer-based time-series 
forecasting models against each other and against 
traditional machine learning methods. To structure the 
analysis, the following sub-research questions are 
defined: 

 

• RQ1: What is model performance across datasets? 
o RQ1.1: Which model performs best across all 

datasets? 
o RQ1.2: Which model performs best for each 

specific dataset? 
• RQ2: What is model performance across different 

forecasting horizons? 
o RQ2.1: Which model performs best across 

forecasting horizons? 
o RQ2.2: Which model performs worst across 

forecasting horizons? 
• RQ3: Does fine-tuning foundation models 

(TimeGPT, TimesFM, and Time-MoE) lead to 
performance improvements? 

• RQ4: Are transformer-based models superior to 
traditional machine learning methods for time-
series forecasting? 

 

This paper is structured as follows. Section 1 
provides background information on time-series 
forecasting, with a focus on transformers as a novel 
approach in the field and introduces the research 
questions. Section 2 outlines the experimental setup, 
including datasets, evaluation metrics, and training 
methodologies. Section 3 presents the experiments’ 
results, followed by a discussion in Section 4. Finally, 
Section 5 concludes the paper and provides directions 
for future research. 
 
1.2. Review of Current Literature 

 
 This chapter presents an overview of time-series 

forecasting techniques, with a particular emphasis on 
modern deep learning approaches especially 
transformer-based models. It also examines the 
architectures of state-of-the-art transformer methods 
selected for comparison in this study, along with 
recent research comparing transformer-based 
architectures for time-series forecasting [13], [14]. 
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1.2.1. Deep Learning in Time-Series Forecasting 
 

 In recent years, deep learning techniques have 
emerged as powerful alternatives to traditional 
methods, largely due to their ability to model 
nonlinear relationships and capture intricate temporal 
dependencies. Models such as Long Short-Term 
Memory (LSTM) networks, Gated Recurrent Units 
(GRUs), and other Recurrent Neural Network (RNN) 
based architectures have demonstrated considerable 
success in various domains, including time-series 
prediction [15], [16]. These models excel at 
automatically learning feature representations from 
raw data, which is particularly beneficial when dealing 
with high-dimensional and noisy time-series datasets 
[17]. 

 LSTMs, for example, address the vanishing 
gradient problem inherent in traditional RNNs by 
introducing memory cells and gating mechanisms, 
enabling them to capture long-term dependencies 
more effectively. Similarly, GRUs simplify the LSTM 
architecture by combining the forget and input gates 
into a single update gate, reducing computational 
complexity while maintaining competitive 
performance. These advancements have made deep 
learning a popular choice for time-series forecasting, 
particularly in applications where traditional methods 
fall short [18]. 

 
1.2.2. Transformers in Deep Learning 

 
Transformers were introduced in the seminal work 

Attention is All You Need and have since become the 
cornerstone of modern deep learning. The key 
innovation of transformers is the self-attention 
mechanism, which allows the model to weigh the 
importance of different parts of the input sequence 
without relying on recurrence. This mechanism 
enables transformers to capture long-range 
dependencies more effectively than traditional RNNs, 
while also facilitating parallelization during training 
[19]. 

 A typical transformer architecture consists of 
multiple layers of multi-head attention, positional 
encodings, and feed-forward networks. Multi-head 
attention allows the model to focus on different parts 
of the input sequence simultaneously, while positional 
encodings provide information about the order of 
elements in the sequence. These components work 
together to enable transformers to model complex 
relationships within the data, making them highly 
versatile and scalable [19]. 

 
 
 
 
 
 
 

1.2.3. Transformers in Time-Series Forecasting 
 

 Adapting transformer architectures for time-series 
forecasting presents unique challenges. Unlike natural 
language, time-series data often exhibits irregular 
intervals, varying temporal dynamics, and domain-
specific patterns.  

To address these challenges, researchers have 
proposed various modifications to standard 
transformer architectures. For instance, specialized 
positional encodings have been developed to better 
capture the temporal structure of time-series data, 
while tailored attention mechanisms have been 
introduced to model irregular intervals and long-term 
dependencies more effectively [20], [21]. 

 Additionally, hybrid architectures that combine 
transformers with other deep learning components, 
such as temporal convolutional layers or recurrent 
networks, have been explored. These hybrid models 
aim to leverage the strengths of both approaches, 
enhancing the model’s ability to capture complex 
temporal patterns while maintaining computational 
efficiency. Despite these advancements, challenges 
remain, particularly in balancing model complexity 
with performance and achieving robust results across 
different forecasting horizons and data modalities 
[22]. 

 
1.2.4. Specific Transformer-Based Models 

 
 In this section, a detailed overview of the four 

transformer-based models examined in this paper is 
provided: SAMFormer, TimesFM, TimeGPT and 
Time-MoE. Each model represents a unique approach 
to time-series forecasting, each leveraging different 
architectures and pre-training strategies. SAMFormer 
is a lightweight transformer architecture specifically 
designed for long-term multivariate time-series 
forecasting. The model employs a shallow transformer 
encoder to reduce computational complexity while 
maintaining competitive performance. A key feature 
of SAMFormer is its use of channel-wise attention, as 
showed in Figure 1, which captures inter-feature 
correlations in multivariate data. This is particularly 
important in scenarios where multiple time-series 
variables influence each other, such as in financial or 
energy forecasting [5]. 
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Figure 1.  SAMFormer architecture [5] 

Another distinctive aspect of SAMFormer is its 
integration of Reversible Instance Normalization 
(RevIN), a technique that mitigates the distribution 
shift between training and testing phases. By 
normalizing the input data in a reversible manner, 
RevIN ensures that the model generalizes well to 
unseen data. Additionally, SAMFormer incorporates 
Sharpness-Aware Minimization (SAM), an 
optimization technique that drives the model toward 
flatter minima in the loss landscape. This enhances the 
model’s generalization performance, making it 
particularly effective for long-term forecasting tasks 
[23]. TimesFM is a decoder-only foundation model 
developed for univariate forecasting. It processes data 
in patches (typically 32-time steps) as illustrated in 
Figure 2 and is pre-trained on both synthetic and real-
world datasets, including Google Trends and 
Wikipedia Pageviews. This extensive pre-training 
allows it to perform zero-shot forecasting  and 
generalizing to unseen data without task-specific 
training [7]. 

 
 

 
 

 

Figure 2.  TimesFM architecture [7] 
 
 The decoder-based architecture provides 

efficiency and flexibility. It can also be fine-tuned on 
specific datasets to improve performance, making it a 
versatile tool for a variety of forecasting tasks [7]. 
Time-MoE is a family of decoder-only models using 
a mixture-of-experts (MoE) architecture. It scales to 
2.4 billion parameters and is trained on over 300 
billion time points from nine domains. This enables it 
to handle arbitrary prediction and context lengths [9].  

The MoE approach dynamically routes inputs 
through different subsets of the model, improving the 
ability to learn complex patterns [9]. This makes 
Time-MoE well-suited for large-scale forecasting in 
areas like finance and energy [9], [24]. 

TimeGPT uses a transformer-based encoder-
decoder architecture with residual connections and 
layer normalization [11]. A linear layer maps the 
output to the desired forecast window.  



TEM Journal. Volume 15, Issue 2, pages 1226-1245, ISSN 2217-8309, DOI: 10.18421/TEM152-24, May 2026. 
 

1230                                                                                                                           TEM Journal – Volume 15 / Number 2 / 2026. 

It supports various input sizes and forecast 
horizons. Trained on over 100 billion time-series 
points from finance, healthcare, and IoT, TimeGPT 
captures a wide variety of temporal patterns. It 
achieves strong performance in zero-shot settings, 
outperforming many traditional and deep learning 
methods in terms of efficiency and simplicity [11]. 

 
1.2.5. Broader Evaluations and Surveys 

 
 Beyond individual models, recent studies have 

benchmarked transformer-based time-series 
forecasters more generally. In his paper [25] compared 
foundation models like Chronos, TimesFM, and 
LagLlama to task-specific transformers for short-term 
electricity load forecasting. TimesFM outperformed 
all trained-from-scratch models when given a long 
enough input window, and did so with zero-shot 
inference. On the other hand, in his study, [26] 
reviewed modern time-series forecasting, 
emphasizing the rise of transformers and foundation 
models. They noted that while earlier simple models 
sometimes matched transformers, recent hybrid and 
pre-trained approaches are driving a renaissance in 
forecasting. 

 These evaluations show both the promise and 
limits of transformer-based models. Foundation 
models offer high performance and reduced tuning, 
but their edge over specialized models is often modest 
and dependent on the dataset. Moreover, large-scale 
pre-training raises concerns about computational cost 
and accessibility for smaller domains. In the next 
chapter, the methodology, datasets, and evaluation 
metrics used to compare these models systematically 
are presented. 
 
2. Methodology  
 

This section describes the experimental design and 
methodological framework adopted to systematically 
evaluate transformer-based time-series forecasting 
models and traditional machine learning baselines. It 
outlines the datasets used, pre-processing procedures, 
training configurations, model implementations, and 
evaluation metrics to ensure a fair and reproducible 
comparison. The experimental setup is designed to 
assess model performance across diverse domains, 
forecasting horizons, and input sequence lengths 
under consistent computational constraints, enabling a 
robust analysis of both predictive accuracy and 
generalization capability. 

 
2.1. Experimental Setup 

 
 This study evaluates forecasting models across 

four distinct time-series datasets: weather, finance, 
energy, and healthcare.  

Each dataset contains domain-specific information 
such as daily temperature records, historical stock 
prices, electricity consumption, and COVID-19 case 
counts. To ensure consistency, datasets undergo 
individual preprocessing, including missing value 
handling via removal or interpolation, financial data 
adjustment based on the Adjusted Close price, energy 
data cleansing to resolve formatting issues and 
missing points, and healthcare data interpolation with 
range restriction. The datasets are partitioned 
chronologically, with 60% allocated for training and 
the remaining 40% for testing. Input sequences span 
64-, 128-, or 256-time steps, while forecasting 
horizons are set at 32-, 64-, or 128-time steps as shown 
in Table 1. 

 
Table 1.  Page layout description 

 

Aspect Details 
Datasets 4 Domains 
Input Sequences 64, 128, 256 
Forecasting Horizons 32, 64, 128 
Train-test split 6-4 
Computational Resources T4 GPUs (fp16) 

 
2.2. Training Configuration 

 
The experiments are conducted on Google Colab 

using T4 GPUs with mixed precision (fp16). Memory 
management techniques - such as garbage collection 
and PyTorch CUDA optimizations are employed, 
particularly for TimesFM, which demands high GPU 
memory. Hyperparameter tuning is performed using 
Optuna to optimize learning rates between 1e-4 and 
1e-2, weight decay between 1e-6 and 1e-3, and batch 
sizes of 32, 64, or 128. SAMFormer and TimesFM 
undergo fine-tuning via Optuna, while TimeGPT 
receives minimal fine-tuning of 10 steps with a fine-
tune depth of 5. 

 
2.3. Models Used 

 
This study benchmarks deep learning models such 

as SAMFormer, TimesFM, Time-MoE, and 
TimeGPT, alongside traditional regression models, 
including Linear Regression, Random Forest, Extra 
Trees, MLP Regressor, Linear SVR, and HistGradient 
Boosting. 

SAMFormer is optimized with the Adam 
optimizer for 100 epochs and fine-tuned using Optuna. 
TimesFM utilizes varying batch sizes and Optuna 
tuning. Time-MoE is trained using a script-based 
approach with a maximum sequence length of 1024 
and a global batch size of 64, leveraging DeepSpeed 
for efficiency. TimeGPT undergoes limited fine-
tuning to adapt pre-trained parameters to each dataset 
as shown in Table 2 and the details at Appendix C. 
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Table 2.  Model configurations 
 

Model Configuration 
SAMFormer Adam optimizer, 100 epochs, Optuna 

hyperparameter tuning 
TimesFM Varying batch sizes, Optuna 

hyperparameter tuning 
Time-MoE Script-based training, max sequence 

length of 1024, global batch size of 64, 
DeepSpeed 

TimeGPT Limited fine-tuning (10 steps, fine-tune 
depth of 5) 

 
2.4. Evaluation Metrics 

 
Forecasting accuracy is assessed using error-based 

metrics such as RMSE (Root Mean Squared Error), 
MAE (Mean Absolute Error), and MAPE (Mean 
Absolute Percentage Error), alongside distribution-
based metrics including R-squared (R²) and Explained 
Variance Score. A simple train-test split of 60%-40% 
is applied without cross-validation as in Table 3. 
 
Table 3.  Evaluation metrics used 

 

Metric Type Metrics 
Error-based RMSE, MAE, MAPE 
Distribution-based R², Explained Variance Score 

 
2.5. Implementation Considerations 

 
Several challenges and optimizations were 

encountered during implementation: 
 

• TimesFM required rigorous GPU memory 
management, including frequent CUDA memory 
clearing and Python garbage collection.  

• Outdated implementations in SAMFormer, 
TimesFM, and Time-MoE led to conflicts with 
dependencies and unclear guides, necessitating 
code modifications.  

• Linear interpolation was applied for missing 
values, while hyperparameter tuning was used for 
SAMFormer and TimesFM. However, no 
additional optimizations such as gradient 
accumulation or early stopping were implemented.  

 

These considerations ensured that models were 
effectively trained and evaluated under a consistent 
experimental framework. 
 
3. Results 
 

This section presents the forecasting performance 
of SAMFormer, TimesFM, Time-MoE, TimeGPT, 
and regression baselines across different datasets 
(weather, finance, energy, and healthcare) and 
forecasting horizons.  

The models are evaluated using the root mean 
squared error (RMSE), the mean absolute error 
(MAE), and the coefficient of determination (R²) to 
assess accuracy and reliability. Detailed metric 
breakdowns, including MAPE and explained 
variance, are provided in Appendix A. Moreover, 
Appendix B contains the predictions made by the 
models. 

 
3.1. Overall Model Performance Trends 

 
The transformer-based models, including 

SAMFormer, TimesFM, Time-MoE, and TimeGPT, 
generally outperform traditional regression baselines, 
particularly for longer forecasting horizons. Among 
them, TimeGPT demonstrates the lowest RMSE in 
short-term forecasting, making it highly effective for 
immediate predictions. However, its performance 
deteriorates as the forecasting horizon increases. 
SAMFormer, on the other hand, maintains stable 
performance across all datasets and horizons, as 
shown in Figure 3, proving to be the most consistent 
model. Time-MoE performs competitively in many 
cases but falls behind in certain domains, showing 
some variability in its effectiveness. TimesFM, 
however, struggles significantly, underperforming 
across multiple datasets, especially for longer 
forecasting horizons. In contrast, traditional 
regression models perform well for short-term 
forecasts but experience a noticeable decline in 
accuracy as the prediction horizon extends. 

 
 
 

 
 

 

Figure 3.  Performance across forecasting horizons 
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3.2. Performance Across Different Datasets 
 

    This section analyzes the forecasting 
performance of the evaluated models across four 
distinct application domains: weather, finance, 
energy, and healthcare.  

By comparing model behavior under varying 
prediction horizons, the analysis highlights how 
domain characteristics and temporal dynamics 
influence model effectiveness as interpreted in the 
following subsections and illustrated in Figure 4.  

 
 

 
 

Figure 4.  Performance across different datasets 
 

3.2.1. Weather Forecasting 
 

For short-term weather forecasting, TimeGPT 
achieves the lowest RMSE at a horizon of 32, making 
it the most effective model for immediate predictions. 
Over longer forecasting horizons, SAMFormer proves 
to be the most stable, maintaining low RMSE and high 
R² across all tested horizons. In contrast, TimesFM 
performs the worst, exhibiting significant errors and 
low R² values, making it the least reliable model for 
weather forecasting. 
 
3.2.2. Financial Forecasting 

 
In financial forecasting, SAMFormer excels at 

long-term predictions, demonstrating superior 
accuracy and stability over extended horizons. 
Meanwhile, TimeGPT performs well in short-term 
stock price forecasting but struggles as the horizon 
length increases. TimesFM faces considerable 
difficulties in this domain, with errors surpassing 
those of even the baseline regression models. 
Traditional regression models exhibit high variance, 
leading to inconsistent and unreliable financial 
predictions. 

3.2.3. Energy Consumption Forecasting 
 

For energy consumption forecasting, SAMFormer 
achieves the lowest RMSE overall, particularly 
excelling in long-horizon forecasts. TimeGPT and 
Time-MoE also perform well, especially for mid-
range forecasting horizons, though their accuracy 
diminishes as the horizon extends. Regression models 
show moderate performance but struggle significantly 
with longer horizons, highlighting their limitations in 
handling complex temporal dependencies in energy 
data. 

 
3.2.4. Healthcare Forecasting (COVID-19 Cases) 

 
In healthcare forecasting, specifically for COVID-

19 case predictions, SAMFormer consistently 
outperforms other models, making it the most reliable 
choice for long-term forecasting. TimeGPT 
demonstrates reasonable accuracy in short-term 
forecasts but does not maintain its performance over 
extended horizons. Regression models, on the other 
hand, display erratic behavior, heavily influenced by 
fluctuations in case data, which makes them unreliable 
for healthcare forecasting. 
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3.3. Impact of Forecasting Horizon Length 
 

Increasing the forecasting horizon from 32 to 128 
steps generally results in reduced model accuracy 
across all datasets. Despite this decline, SAMFormer 
remains the most stable model, consistently 
maintaining competitive RMSE and high R² values, 
even at longer horizons. TimeGPT, while excelling in 
short-term forecasting, experiences a noticeable drop 
in performance when extended to a horizon of 128. 
Traditional regression models exhibit the most 
significant deterioration, struggling to maintain 
accuracy as the forecasting horizon increases. 

 
 
 

3.4. Comparison with Regression Baselines 
 

Traditional regression models, including Linear 
Regression, Random Forest, Extra Trees, and MLP, 
serve as baselines for comparison as shown in Figure 
5. Among these, Linear Regression performs well in 
short-term forecasts, particularly at a horizon of 32, 
but its accuracy declines significantly as the 
forecasting horizon extends. The most consistent 
regression model across different datasets is the Extra 
Trees Regressor, which maintains relatively stable 
performance. On the other hand, Linear SVR struggles 
the most, failing to capture nonlinear temporal trends 
effectively, making it the least reliable regression 
model in this evaluation. 

 

 
 

 

Figure 5.  Comparison of RMSE (a) and MAE (b) trends across different prediction horizons 
 

3.5. Fine-Tuning vs Zero-Shot Performance 
 

The impact of fine-tuning relative to zero-shot 
performance varies considerably across datasets and 
forecasting horizons, as well as by model as illustrated 
in Figure 6.  

In Weather forecasting, fine-tuning improves the 
performance of models like TimeGPT and TimesFM 
(e.g., TimeGPT achieves an RMSE of 0.1475 in fine-
tuned mode versus 0.2045 in zero-shot for Horizon 
32). However, the pre-trained Time-MoE model 
shows a much lower RMSE in the zero-shot setting 
(0.1300 for Horizon 32) than when fine-tuned 
(0.4824), suggesting that its pre-trained weights are 
already well-calibrated for short-term weather 
forecasting. 

In the finance domain, TimeGPT delivers nearly 
identical performance in both settings (e.g., RMSE 
around 0.0197 for Horizon 32), while Time-MoE and 
TimesFM exhibit only marginal differences between 
fine-tuned and zero-shot modes, with no clear overall 
advantage from fine-tuning.  

For energy forecasting, fine-tuning substantially 
benefits TimesFM (reducing its RMSE from 
approximately 1.1627 in zero-shot mode to 0.5790 in 
fine-tuned mode). In contrast, TimeGPT shows 
slightly better performance in the zero-shot setting, 
and Time-MoE performs comparably in both modes. 

Finally, in healthcare forecasting, all models tend 
to achieve lower forecasting errors in the zero-shot 
configuration. For instance, TimeGPT has an RMSE 
of 0.7071 in zero-shot mode compared to 2.9776 when 
fine-tuned. Similarly, both Time-MoE and TimesFM 
yield lower errors in their zero-shot versions, 
indicating that additional fine-tuning may not be 
beneficial for these models in healthcare tasks. 

The varying explained variance scores (Appendix 
A) highlight the varying impact of fine-tuning across 
models and domains. Fine-tuning improved TimeGPT 
and TimesFM in weather forecasting but had little 
effect in finance, where zero-shot models performed 
similarly. In healthcare, zero-shot models often had 
higher explained variance, suggesting that fine-tuning 
may introduce overfitting rather than improving 
generalization. 
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Figure 6.  RMSE comparison of TimesFM, TimeGPT, and Time-MoE models 
 
Overall, while fine-tuning can yield improvements 

most notably for TimeGPT in weather and energy  
forecasting and for TimesFM in energy forecasting the 
advantages of fine-tuning are not uniform across all 
models and datasets. In several cases, particularly in 
finance and healthcare, the zero-shot performance is 
competitive or even superior. In the case of Time-
MoE, fine-tuning did not yield any apparent 
performance increases. 

 
4. Discussion 

 
This section analyses the experimental results to 

evaluate the relative performance of transformer-
based forecasting models compared with traditional 
regression baselines. The discussion focuses on four 
key aspects: (i) Overall performance differences 
between transformer architectures and classical 
machine-learning methods, (ii) The impact of 
forecasting horizon length on predictive accuracy, (iii) 
Dataset-specific behavior across weather, finance, 
energy, and healthcare domains, and (iv) The effect of 
fine-tuning on foundation models. Finally, the 
findings are synthesized to directly answer the 
proposed research questions, providing a structured 
assessment of when and why transformer-based 
approaches offer advantages in time-series 
forecasting. 
 
4.1. Transformer Models vs Regression Baselines 

 
The results confirm that transformer-based models 

consistently outperform traditional regression models, 
particularly for longer forecasting horizons. Both 
SAMFormer and TimeGPT demonstrate superior 
accuracy, especially in datasets with strong temporal 
dependencies such as weather and energy forecasting. 
By contrast, regression models, including Linear 
Regression and Random Forest, perform well for 
short-term predictions but degrade significantly when 
the forecasting horizon extends, due to their limited 
capacity to model complex temporal relationships. 

 

Among the transformer models, TimeGPT excels 
in short-term forecasting by efficiently capturing 
immediate temporal patterns. However, its 
effectiveness diminishes over longer horizons. In 
contrast, SAMFormer delivers the most stable 
performance across all datasets and forecasting 
horizons. Traditional regression models remain viable 
for short-term predictions but struggle to generalize 
beyond short time spans. 

 
4.2. The Impact of Forecasting Horizon Length 

 
Across all datasets, extending the forecasting 

horizon from H32 to H128 results in a general decline 
in model accuracy. This effect is particularly 
pronounced in TimesFM and traditional regression 
models, which struggle to capture long-term 
dependencies. Conversely, SAMFormer and 
TimeGPT experience the least performance 
degradation, indicating that transformer architectures 
effectively leverage attention mechanisms to retain 
and process historical patterns over extended 
forecasting horizons. 

While TimeGPT performs well for short-term 
predictions, its accuracy deteriorates at longer 
horizons, suggesting a limitation in its ability to 
generalize over extended future periods. SAMFormer, 
in contrast, maintains stable performance, reinforcing 
its reliability for long-term forecasting. TimesFM 
experiences the steepest decline in performance, 
further confirming its difficulty in handling complex 
time dependencies. 

 
4.3. Dataset-Specific Performance 

 
The effectiveness of different models varies across 

datasets: 
 

• Weather Forecasting: TimeGPT provides the 
lowest RMSE in short-term forecasts, making it 
well-suited for immediate weather predictions. 
However, SAMFormer is the most consistent 
performer across all forecasting horizons, ensuring 
reliable long-term predictions. 
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• Financial Forecasting: SAMFormer outperforms 
other models, likely due to its ability to capture 
market fluctuations. In contrast, TimesFM and 
traditional regression models perform poorly, 
potentially due to the high volatility inherent in 
financial data. 

• Energy Forecasting: Transformer-based models 
significantly outperform regression baselines, with 
SAMFormer demonstrating the most stable 
predictions. The ability of attention mechanisms to 
capture seasonality and consumption trends likely 
contributes to this success. 

• Healthcare Forecasting (COVID-19 Cases): 
Time-MoE performs particularly well in handling 
irregular time-series patterns, such as fluctuating 
COVID-19 case counts. This suggests that 
mixture-of-experts models may be effective in 
domains with significant temporal variability. 
 

Overall, transformer-based models, while 
powerful, face challenges with highly volatile datasets 
like financial markets, often requiring additional 
stabilization techniques to enhance their forecasting 
accuracy. Conversely, datasets exhibiting clear 
seasonal and cyclical patterns, such as those related to 
weather and energy consumption, tend to benefit more 
from attention-based architectures inherent in 
transformers, effectively capturing temporal 
dependencies. Traditional regression models, though 
effective for structured datasets with short-term 
dependencies, often struggle with long-term 
forecasting due to their limited capacity to model 
complex temporal dynamics. 

 
4.4. Fine-Tuning and Model Performance 

 
The evaluation results indicate that the benefits of 

fine-tuning vary significantly across datasets and 
models. For example, in weather forecasting, fine-
tuning improved the performance of transformer-
based models such as TimeGPT and TimesFM for 
short-term horizons (e.g., Horizon 32), whereas the 
pre-trained Time-MoE already exhibited very 
competitive performance in its zero-shot 
configuration. In the finance domain, however, fine-
tuning led to only marginal differences, with 
TimeGPT achieving nearly identical error metrics 
between its fine-tuned and zero-shot modes. 

For energy forecasting, fine-tuning brought 
noticeable improvements for TimesFM, reducing 
forecasting errors, while TimeGPT maintained similar 
performance levels across both settings. Interestingly, 
in healthcare forecasting, the zero-shot models 
frequently outperformed their fine-tuned counterparts, 
suggesting that additional fine-tuning may not be 
beneficial for these tasks. 

 

Overall, while fine-tuning can yield significant 
gains for certain transformer models and datasets 
particularly where pre-training alone does not capture 
all domain-specific dynamics the improvements are 
not uniform. This underscores the importance of 
carefully evaluating the trade-offs and domain-
specific characteristics when deciding to fine-tune 
pre-trained models. 

 
4.5. Answering the RQs 

 
In this section are addressed the formulated 

research questions by breaking them down into their 
sub-questions. 
• RQ1: Model performance across datasets 

o RQ1.1: Which model performs best across all 
datasets? 
 

SAMFormer is the most stable and reliable model 
across all datasets, consistently delivering strong 
performance. 

 

o  RQ1.2: Which model performs best for each 
specific dataset? 
 

In specific domains, TimeGPT excels in short-term 
weather forecasting, while Time-MoE is particularly 
effective in handling irregular time-series patterns in 
healthcare data. 

 

• RQ2: Model performance across forecasting 
horizons: 
o RQ2.1: Which model performs best across 

forecasting horizons? 
 

TimeGPT performs best for short-term forecasting, 
whereas SAMFormer demonstrates robustness over 
mid-to-long-term horizons. 

 

o RQ2.2: Which model performs worst across 
forecasting horizons? 
 

For longer forecasting horizons, the performance of 
TimesFM deteriorates significantly, indicating that it 
struggles as the forecast period increases. 

 

• RQ3: Effect of fine-tuning foundation models: 
 

Fine-tuning yields mixed improvements: it benefits 
TimeGPT and, in some cases, Time-MoE for long-
term forecasting with RMSE reductions of up to 15%, 
while gains in finance and healthcare are minimal. 
TimesFM remains suboptimal even after fine-tuning, 
indicating inherent architectural limitations. 

 

• RQ4: Transformers vs traditional ML methods: 
 

Transformer-based models, particularly 
SAMFormer and TimeGPT, outperform traditional 
regression models, especially for longer forecasting 
horizons. Regression models remain viable for short-
term, low-complexity forecasting but struggle with 
capturing long-range dependencies. 
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5. Conclusion 
 

This study assessed the performance of 
transformer-based architectures and traditional 
regression models for time-series forecasting across 
diverse datasets and forecasting horizons. The results 
demonstrate that transformer-based models 
consistently outperform regression baselines, 
especially in long-term forecasting scenarios. 

Among the models evaluated, SAMFormer stands 
out for its stable and reliable performance across all 
datasets and horizons, maintaining high accuracy with 
minimal degradation over longer predictions. 
TimeGPT excels in short-term forecasting by 
effectively capturing immediate temporal 
dependencies, though its performance declines for 
longer horizons. Time-MoE performs well in certain 
domains, particularly healthcare, where irregular 
temporal patterns challenge other models, although its 
effectiveness varies across datasets. In contrast, 
TimesFM consistently underperforms, showing 
limited improvements even after fine-tuning. 

Fine-tuning proves critical for enhancing accuracy. 
Notably, TimeGPT and Time-MoE benefit from 
reductions in forecasting error of up to 15% after fine-
tuning. TimesFM, however, sees negligible gains, 
continuing to lag behind in accuracy. Across all 
foundation models, fine-tuning outperforms zero-shot 
settings, reinforcing the need for task-specific model 
adaptation. These findings imply that pretraining 
confers robustness under shift, but finetuning remains 
essential for domain adaptation. 

Traditional regression models, including linear and 
ensemble-based methods, deliver acceptable 
performance in short-term forecasting but struggle 
significantly with longer horizons due to their limited 
capacity to model complex temporal dynamics. While 
computationally efficient, they are less suitable for 
applications requiring robust long-term predictions. 

In summary, transformer-based models offer 
substantial advantages in time-series forecasting, 
particularly for long-horizon tasks. However, no 
single model outperforms across all scenarios, 
emphasizing the importance of dataset-specific fine-
tuning. Future research should explore hybrid 
methods that combine the simplicity of regression 
models with the expressive power of transformers. 
Enhancing TimeGPT’s long-range capabilities, 
improving computational efficiency, and refining 
fine-tuning strategies could further boost the practical 
utility and accuracy of these models across real-world 
forecasting applications. 
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Appendices  
 

Appendix A - Detailed Metrics Reporting 
 

A.1. Dataset-Specific Models 
 

A.1.1. Weather 
 
Deep Learning Models for Horizon 64 → 32 

Model RMSE MAE MAPE R2 Score 
SAMFormer 0.4065 0.3308 1.1723 0.7928 

TimesFM 0.4282 0.3398 1.0393 0.7725 
TimeGPT 0.1475 0.1232 2.5538 0.0776 
Time-MoE 0.4824 0.3819 1.5142 0.7825 

 

Regressor Models for Horizon 64 → 32 
Model MAE RMSE 
LinearRegression 0.2947 0.3673 
RandomForestRegressor 0.3228 0.4099 
ExtraTreesRegressor 0.3098 0.3980 
MLPRegressor 0.3615 0.4488 
Linear SVR 0.4013 0.4954 
HistGradientBoostingRegressor 0.3875 0.4817 

 

Deep Learning Models for Horizon 128 → 64 
Model RMSE MAE MAPE R2 Score 
SAMFormer 0.4754 0.3773 1.1654 0.7056 
TimesFM 0.4410 0.3514 1.3885 0.6432 
TimeGPT 0.4390 0.3312 1.6603 -0.3999 
Time-MoE 0.4536 0.3548 1.4598 0.7137 

 

Regressor Models for Horizon 128 → 64 
Model MAE RMSE 
LinearRegression 0.2989 0.3767 
RandomForestRegressor 0.3167 0.3881 
ExtraTreesRegressor 0.3122 0.3824 
MLPRegressor 0.3519 0.4358 
Linear SVR 0.3869 0.4745 
HistGradientBoostingRegressor 0.3564 0.4507 

 
Deep Learning Models for Horizon 256 → 128 

Model RMSE MAE MAPE R2 Score 
SAMFormer 0.4058 0.3308 1.1723 0.7928 
TimesFM 0.3883 0.3072 1.2693 0.7552 
TimeGPT 0.3883 0.3072 1.2693 0.7552 
Time-MoE 1.1019 0.9386 2.0021 -0.4937 

 

Regressor Models for Horizon 256 → 128 
Model MAE RMSE 
LinearRegression 0.4098 0.5097 
RandomForestRegressor 0.2948 0.3619 
ExtraTreesRegressor 0.2889 0.3565 
MLPRegressor 0.3660 0.4531 
Linear SVR 0.4189 0.5136 
HistGradientBoostingRegressor 0.4038 0.5158 

 
 
 
 
 
 
 
 
 
 

A.1.2. Finance 
 
Deep Learning Models for Horizon 64 → 32 

Model RMSE 
(manual) 

MAE MAPE R2 
Score 

SAMFormer 1.2537 0.8397 0.07415 0.9830 
TimesFM 1.7423 1.2073 0.0995 0.9662 
TimeGPT 0.0197 0.0174 0.0450 -

0.0164 
Time-MoE 0.1728 0.1121 0.9602 0.9680 

 

Regressor Models for Horizon 64 → 32 
Model MAE RMSE 
LinearRegression 0.1253 0.1738 
RandomForestRegressor 1.2835 1.6653 
ExtraTreesRegressor 1.2869 1.6682 
MLPRegressor 1.0366 1.5134 
Linear SVR 0.1520 0.2083 
HistGradientBoostingRegressor 1.3442 1.7122 

 

Deep Learning Models for Horizon 128 → 64 
Model RMSE MAE MAPE R2 

Score 
SAMFormer 1.7918 1.2279 0.10377 0.9638 
TimesFM 2.2162 1.5125 0.1315 0.9420 
TimeGPT 0.0158 0.0132 0.0340 -0.1067 
Time-MoE 0.2136 0.1446 1.1279 0.9482 

 
A.1.3. Energy 
   
Regressor Models for Horizon 128 → 64 

Model MAE RMSE 
LinearRegression 0.2089 0.2849 
RandomForestRegressor 1.3105 1.6671 
ExtraTreesRegressor 1.3038 1.6618 
MLPRegressor 1.1546 1.6571 
Linear SVR 0.2444 0.3315 
HistGradientBoostingRegressor 1.3361 1.6863 

 

Deep Learning Models for Horizon 256 → 128 
Model RMSE MAE MAPE R2 

Score 
SAMFormer 2.4161 1.6667 0.13844 0.9288 
TimesFM 2.9006 2.0680 0.1502 0.8874 
TimeGPT 0.0662 0.0416 0.1500 -0.4434 
Time-MoE 0.9568 0.7537 2.9146 -0.1791 

 

Regressor Models for Horizon 256 → 128 
Model MAE RMSE 
LinearRegression 0.3486 0.4572 
RandomForestRegressor 1.3564 1.6762 
ExtraTreesRegressor 1.3494 1.6702 
MLPRegressor 1.1109 1.5923 
Linear SVR 0.3652 0.4795 
HistGradientBoostingRegressor 1.3756 1.6902 
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Deep Learning Models for Energy, Horizon 64 → 32 
Model RMSE MAE MAPE R2 

Score 
SAMForme
r 

0.54167 0.30328 0.64230 0.64452 

TimesFM 0.5790 0.34330 0.75740 0.58670 

TimeGPT 1.6972 1.36710 4.50990 -
1.62520 

Time-MoE 0.80567 0.45576 0.72627 0.35959 

 
Regressor Models for Energy, Horizon 64 → 32 

Model MAE RMSE 
LinearRegression 0.5014 0.6978 
RandomForestRegressor 0.3157 0.5860 
ExtraTreesRegressor 0.3050 0.5598 
MLPRegressor 0.3933 0.5936 
Linear SVR 0.7456 0.9987 
HistGradientBoostingRegressor 0.4549 0.6248 

 
A.1.4. Healthcare 
 
Deep Learning Models for Energy, Horizon 128 → 64 

Model RMSE MAE MAPE R2 
Score 

SAMForme
r 

0.54040 0.29871 0.63941 0.64619 

TimesFM 0.5620 0.33460 0.74670 0.61800 
TimeGPT 1.7757 1.53210 4.65720 -

2.76040 
Time-MoE 0.62323 0.34837 0.62219 0.62399 

 
Regressor Models for Energy, Horizon 128 → 64 

Model MAE RMSE 
LinearRegression 0.4136 0.6287 
RandomForestRegressor 0.2914 0.5545 
ExtraTreesRegressor 0.2848 0.5456 
MLPRegressor 0.3599 0.5581 
Linear SVR 0.6760 0.9015 
HistGradientBoostingRegressor 0.4134 0.5901 

 
Deep Learning Models for Energy, Horizon 256 → 128 

Model RMSE MAE MAPE R2 
Score 

SAMForme
r 

0.54043 0.29924 0.64137 0.64613 

TimesFM 0.8225 0.55930 0.91270 0.19990 
TimeGPT 1.8662 1.65420 5.31130 -

2.91740 
Time-MoE 1.08894 0.83396 1.20268 -

0.12809 
 
Regressor Models for Energy, Horizon 256 → 128 

Model MAE RMSE 
LinearRegression 0.3273 0.5551 
RandomForestRegressor 0.2948 0.5647 
ExtraTreesRegressor 0.2880 0.5616 
MLPRegressor 0.3656 0.5747 
Linear SVR 0.5653 0.7760 
HistGradientBoostingRegressor 0.4036 0.5942 

Deep Learning Models for Healthcare, Horizon 64 → 32 
Model RMSE MAE MAPE R2 

Score 
SAMFormer 1.0920 0.7214 8.7253 -1.2159 
TimesFM 0.5160 0.3676 4.8562 0.2721 
TimeGPT 2.9776 2.3762 0.9697 -

17.0530 
Time-MoE 0.3286 0.2179 1.7545 0.6273 

 

Regressor Models for Healthcare, Horizon 64 → 32 
Model MAE RMSE 
LinearRegression 0.7121 1.0847 
RandomForestRegressor 1.8881 2.0738 
ExtraTreesRegressor 1.6375 1.7732 
MLPRegressor 1.0811 1.5152 
Linear SVR 0.9266 1.4208 
HistGradientBoostingRegressor 1.1408 1.2652 

 

Deep Learning Models for Healthcare, Horizon 128 → 64 
Model RMSE MAE MAPE R2 Score 
SAMForm     
er 2.3210 1.78826 20.97415 -

16.42980 
TimesFM 0.8537 0.65110 10.18890 -1.94810 
TimeGPT 5.9754 5.06290 5.24600 -

24.00790 
 

Regressor Models for Healthcare, Horizon 128 → 64 
Model MAE RMSE 
LinearRegression 2.3868 3.1923 
RandomForestRegressor 1.9649 2.1291 
ExtraTreesRegressor 1.8989 2.0403 
MLPRegressor 0.7829 1.0326 
Linear SVR 2.1916 3.0589 
HistGradientBoostingRegressor 1.3243 1.4157 

 
A.2. Zeroshot Models 
 
Deep Learning Models for Healthcare, Horizon 256 → 128 

Model RMSE MAE MAPE R2 Score 
SAMForm
er 

8.4528
3 

7.0513
1 

99.8762
9 

-
316.1960 

TimesFM 8.7030 6.3970 20.7461
0 

-
1930.937
4 

TimeGPT 11.100
4 

9.7487 55.8275
0 

-83.1972 

Time-MoE 0.8798
5 

0.7950
3 

1.05513 -
23.89845 

 

Regressor Models for Healthcare, Horizon 256 → 128 
Model MAE RMSE 
LinearRegression 16.4885 18.8402 
RandomForestRegressor 1.6899 1.8402 
ExtraTreesRegressor 1.1521 1.2634 
MLPRegressor 0.8744 1.0400 
Linear SVR 9.1181 10.7121 
HistGradientBoostingRegressor 0.7875 0.8774 
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A.2.2. Finance 
 
Weather Zeroshot Results for Horizon 32 (64→32 split for 
TimeMoE/TimesFM) 

Model RMS
E 

MAE MAP
E 

R2 Explaine
d 
Variance 

TimeGP
T 

0.204
5 

0.166
5 

1.048
0 

-
0.771
9 

-0.1006 

Time-
MoE 

0.130
0 

0.106
0 

199.2
6 

0.287
0 

0.3620 

TimesF
M 

0.506
7 

0.395
4 

1.734
5 

0.604
8 

0.6121 

 
Weather Zeroshot Results for Horizon 64 (128→64 split 
for TimeMoE/TimesFM) 

Model RMS
E 

MAE MAP
E 

R2 Explaine
d 
Variance 

TimeGP
T 

0.565
9 

0.443
4 

1.036
8 

-
1.326
7 

-0.0308 

Time-
MoE 

0.296
0 

0.252
0 

270.6
2 

0.442
0 

0.5500 

TimesF
M 

0.848
9 

0.667
7 

6.071
4 

-
0.450
2 

-0.0392 

 
Weather Zeroshot Results for Horizon 128 
(256→128 split for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 0.9146 0.7831 1.0222 -2.5356 -0.0105 
Time-
MoE 

0.3550 0.2800 195.37 0.4680 0.5750 

TimesFM 1.0235 0.8063 4.9666 -0.6127 0.0497 
 
Finance Zeroshot Results for Horizon 32 (64→32 
split for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 0.0197 0.0173 0.0442 -0.0108 -0.0027 
Time-
MoE 

0.0240 0.0190 4.90 -0.8320 -0.3440 

TimesFM 1.3608 0.8119 0.0890 0.9667 0.9741 
 
Finance Zeroshot Results for Horizon 64 (128→64 
split for TimeMoE/TimesFM) 

Model RMS
E 

MAE MAP
E 

R2 Explaine
d 
Variance 

TimeGP
T 

0.015
3 

0.012
4 

0.031
7 

-
0.0324 

-0.0032 

Time-
MoE 

0.084
0 

0.072
0 

18.74 -
16.414
0 

-3.8760 

TimesF
M 

1.474
5 

1.034
0 

0.086
0 

0.9616 0.9616 

 

Finance Zeroshot Results for Horizon 128 (256→128 
split for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 0.0644 0.0398 0.1443 -0.3660 -0.0024 
Time-
MoE 

0.1080 0.0740 40.62 -0.1660 0.2740 

TimesFM 2.7593 1.8411 0.1882 0.7327 0.7445 
 
A.2.3. Energy 
 
Energy Zeroshot Results for Horizon 32 (64→32 split for 
TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explain
ed 
Varianc
e 

Time
GPT 

1.5350 1.2325 4.0135 -1.1474 -0.0578 

Time-
MoE 

0.6450 0.5030 73.67 0.0170 0.0470 

Times
FM 

1.1627 0.7869 1.3397 -0.3301 -0.285 

 

Energy Zeroshot Results for Horizon 64 (128→64 split for 
TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explain
ed 
Varianc
e 

Time
GPT 

1.5513 1.3120 3.9580 -1.8701 -0.0356 

Time-
MoE 

0.7370 0.6260 90.96 -0.0500 -0.0280 

Times
FM 

0.9798 0.5852 0.8209 -0.1106 0.0054 

 

Energy Zeroshot Results for Horizon 128 (256→128 split 
for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 1.6168 1.3907 4.3966 -1.9405 -0.0144 

Time-MoE 0.5500 0.4560 72.85 0.1030 0.1900 

TimesFM 0.9011 0.5547 0.9045 -0.0539 0.0126 

 
A.2.4. Healthcare 
 
Healthcare Zeroshot Results for Horizon 32 (64→32 split 
for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 0.7071 0.5796 0.2313 -0.0181 0.0309 

Time-MoE 0.2680 0.2270 8.17 0.8540 0.8570 

TimesFM 0.3712 0.2139 5.8628 0.5756 0.5758 
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Healthcare Zeroshot Results for Horizon 64 (128→64 
split for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 1.6635 1.3854 1.4727 -0.9381 0.0149 

Time-
MoE 

0.1940 0.1540 13.09 0.9740 0.9770 

TimesFM 0.6621 0.5296 10.9817 -1.0936 -0.9151 
 

Healthcare Zeroshot Results for Horizon 128 (256→128 
split for TimeMoE/TimesFM) 

Model RMSE MAE MAPE R2 Explained 
Variance 

TimeGPT 2.3341 2.1055 14.1216 -2.7227 0.0088 

Time-
MoE 

0.4770 0.4120 227.51 0.8450 0.8610 

TimesFM 0.8237 0.6699 3.8703 -16.4243 -7.5461 
 

Appendix B - Graphs for Models 
 

B.1. Transformer Models 
 

B.1.1. SAMFormer 
 

 
 

SAMFormer predictions on Weather dataset:  
(a) Weather - Horizon 32; (b) Weather - Horizon 64; 

(c) Weather - Horizon 128 
 

 
SAMFormer predictions on Finance dataset: (a) Finance - 

Horizon 32;  (b) Finance - Horizon 64; (c) Finance - 
Horizon 128   

 
SAMFormer predictions on healthcare dataset:  

(a) Energy - Horizon 32; (b) Energy - Horizon 64;  
(c) Energy - Horizon 128;  

SAMFormer predictions on healthcare dataset:  
(a) Healthcare - Horizon 32; (b) Healthcare - Horizon 64;

 (c) Healthcare - Horizon 128 
 

B.1.2. TimesFM 
 

 
TimesFM predictions on Weather dataset:  
(a)Weather - Exp 1; (b) Weather - Exp 2; 

(c) Weather - Exp 3. 
 

 
TimesFM predictions on Finance dataset:  
(a) Finance - Exp 1; (b) Finance - Exp 2;  

(c) Finance - Exp 3; 
 

 
TimesFM predictions on Energy dataset: ( 

a) Energy - Exp 1; (b) Energy - Exp 2; (c) Energy - Exp 3; 
  

 
TimesFM predictions on Healhcare dataset:  

(a) Healthcare - Exp 1; (b) Healthcare - Exp 2;  
(c) Healhcare - Exp 3; 
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B.1.3. TimeGPT 
 

 
TimeGPT predictions on Weather dataset: 

(a) Weather - Horizon 32; (b) Weather - Horizon 64; 
(c) Weather - Horizon 128 

 

 
TimeGPT predictions on Finance dataset:  

(a) Finance - Horizon 32;  (b) Finance - Horizon 64;(c) 
Finance - Horizon 128    

 
TimeGPT predictions on Energy dataset: 

(a) Energy - Horizon 32; (b) Energy - Horizon 64; (c) 
Energy - Horizon 128 

 

 
TimeGPT predictions on healthcare dataset:  

(a) Healthcare - Horizon 32; (b) Healthcare - Horizon 64;
 (c) Healthcare - Horizon 128 

 
B.1.4. Time-MoE 
 

 
Time-MoE predictions on Weather dataset (a) Weather - 

Horizon 64→32; (b) Weather - Horizon 128→64; (c) 
Weather - Horizon 256→128 

   

 
Time-MoE predictions on Finance dataset:  

(a) Finance - Horizon 64→32; (b) Finance - Horizon 
128→64; (c) Finance - Horizon 256→128 

 

 
Time-MoE predictions on Energy dataset:  

(a) Energy - Horizon 64→32; (b) Energy - Horizon 
128→64; (c) Energy - Horizon 256→128 

 
B.2. Regressors 
 

B.2.1. Linear Regression  
 

• Weather Dataset 
 

 
Linear Regression forecasts on the Weather dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128 

 

• Finance Dataset  
 

            
      Linear Regression forecasts on the Finance dataset for 

different horizons: (a) Horizon 64→32;  (b) Horizon 
128→64; (c) Horizon 256→128 
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• Energy Dataset 
 

 
Linear Regression forecasts on the Energy dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
 

• Healthcare Dataset 
 

 
Linear Regression forecasts on the Healthcare dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128; 

 
B.2.2 Random Forest Regressor 
 

• Weather Dataset 
 

 
Random Forest forecasts on the Weather dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
  

• Finance Dataset 
 

 
Random Forest forecasts on the Finance dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
  

• Energy Dataset 
 

 
Random Forest forecasts on the Energy dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
 

• Healthcare Dataset 
 

 
Random Forest forecasts on the Healthcare dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128 

 
B.2.3. Extra Trees Regressor 
 

• Weather Dataset 
 

 
Extra Trees forecasts on the Weather dataset for different 

horizons: (a) Horizon 64→32; (b) Horizon 128→64;  
(c) Horizon 256→128 

  

• Finance Dataset 
 

 
Extra Trees forecasts on the Finance dataset for different 

horizons: (a) Horizon 64→32; (b) Horizon 128→64;  
(c) Horizon 256→128 

 

• Energy Dataset 
 

 
Extra Trees forecasts on the Energy dataset for different 
horizons: (a) Horizon 64→32; (b) Horizon 128→64; (c) 

Horizon 256→128 
 

• Healthcare Dataset 
 

 
Extra Trees forecasts on the Healthcare dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
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B.2.4. MLP Regressor 
 

• Weather Dataset 
  

 
MLP Regressor forecasts on the Weather dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
  

• Finance Dataset 
 

 
MLP Regressor forecasts on the Finance dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
 

• Energy Dataset 
 

 
MLP Regressor forecasts on the Energy dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
 

• Healthcare Dataset 
 

 
MLP Regressor forecasts on the Healthcare dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128 

 
 
 
 
 
 
 
 
 

  

B.2.5. HistGradientBoosting Regressor 
 

• Weather Dataset 
 

 
HistGradientBoosting forecasts on the Weather dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128 

  
• Finance Dataset 

 

 
HistGradientBoosting forecasts on the Finance dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64;(c) Horizon 256→128 

 

• Energy Dataset 
 

 
HistGradientBoosting forecasts on the Energy dataset for 

different horizons: (a) Horizon 64→32; (b) Horizon 
128→64;(c) Horizon 256→128 

  

• Healthcare Dataset 
 

 
HistGradientBoosting forecasts on the Healthcare dataset 

for different horizons: (a) Horizon 64→32; (b) Horizon 
128→64; (c) Horizon 256→128 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



TEM Journal. Volume 15, Issue 2, pages 1226-1245, ISSN 2217-8309, DOI: 10.18421/TEM152-24, May 2026. 
 

TEM Journal – Volume 15 / Number 2 / 2026.                                                                                                                             1245 

B.2.6. Linear SVR 
 

• Weather Dataset 
 

 
Linear SVR forecasts on the Weather dataset for different 

horizons: (a) Horizon 64→32; (b) Horizon 128→64;  
(c) Horizon 256→128 

 
 
 

• Finance Dataset 
 

 

Linear SVR forecasts on the Finance dataset for different 
horizons: (a) Horizon 64→32; (b) Horizon 128→64;  

(c) Horizon 256→128 
 

• Energy Dataset 
 

 
Linear SVR forecasts on the Energy dataset for different 

horizons: (a) Horizon 64→32; (b) Horizon 128→64;  
(c) Horizon 256→128 

 

• Healthcare Dataset 
 

  

 
Linear SVR forecasts on the Healthcare dataset for 
different horizons: (a) Horizon 64→32; (b) Horizon 

128→64; (c) Horizon 256→128 
  

 
 
 
 
 
 
 
 
 

Appendix C - Training Configuration 
 

 Training Configuration for SAMFormer 
 

Parameter Value 
Optimizer Adam 
Batch Size 32, 64, 128 (Optuna) 

Learning Rate 10−4 to 10−2 (Optuna) 
Weight Decay 10−6 to 10−3 (Optuna) 

Rho 0.3 to 0.7 (Optuna) 
Epochs 100 

Normalization Revin 
Objective Metric RMSE (Optuna tuning) 

Framework PyTorch 
 
Training Configuration for TimesFM   

Parameter Value 
Optimizer - (Pre-trained model) 
Batch Size 32, 64, 128 (Optuna) 

Learning Rate 10−5 to 10−3 (Optuna) 
Horizon Length Configurable 

Layers 50 
Positional Embedding False 

Checkpoint Hugging Face 
(google/timesfm-2.0-500m-

pytorch) 
Framework PyTorch 

 
TimeGPT Model Parameters  
 

Parameter Value 
Fine-Tuning Steps 10 
Fine-Tuning Depth 5 

Forecasting API Nixtla TimeGPT 
Optimizer Proprietary (unknown) 

Architecture Transformer-based 
(proprietary) 
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