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Abstract – Recently, Energy Management Systems 

(EMS) have become more integrated and created 
higher demand of big data processing, thus challenging 
the real time analysis based on big data technologies. 
Marz’s Lambda architecture is used for solving 
problems with querying high amounts of petabyte 
data. In relation to this, this article presents the 
Lambda architecture of a particular EMS. The quick 
and inaccurate results received from the speed layer 
are replaced by the more precise results of the batch 
layer. With reference to this, the author proposes a 
realization of the batch layer based on Hadoop 
MapReduce technology.  
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1. Introduction 
 

Over the last years, the analysis and acquisition of 
knowledge from large-scale datasets has become an 
interesting and challenging task [23]. However, using 
standard tools for retrieving data from such datasets 
is not always possible. Therefore, it is necessary to 
apply a specific scalable method for data retrieving, 
which can handle the considerable data storage in 
order to guarantee the effective data processing.  
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Big data has caused new technologies to be created 
[1], [5], [23]. Many of them are grouped under the 
term of NoSQL. In some cases, these technologies 
are more complex than the traditional ones which are 
associated with the relational databases while in 
other cases, they are simpler. These systems can be 
used to process much larger datasets but the effective 
application of such technologies requires a 
fundamentally new set of software tools. These are 
not solutions that can be applied to every data model.  

The Energy Management Systems (EMS) are 
becoming more and more integrated and pose new 
challenges, which perform real-time analyses based 
on big data technologies. The purpose of an EMS is 
to monitor the energy consumption of households 
and to store data related to energy consumption in a 
database by accumulating the sensor measurements 
of one particular environment (for example, a 
household) and share them in a wider context [6], 
[12]. The data is used for multiple purposes starting 
with visualization of current energy consumption of 
households to offering advice about effective energy 
use based on historical data. Since measurements 
obtained from the sensors enter the database from a 
great number of different sources, the generated 
amount of data, due to its nature, matches the 
definition of very large database, which supports the 
storage and generation of the results from the 
statistical analysis of the data from the sensors. The 
architecture of an EMS must permit the effective 
storage of data and heterogeneous, distributed search. 
In addition, it must have semantically rich 
mechanisms for query processing [3], [6], [11]. 

The Lambda architecture, presented by Marz [15], 
is directed towards the challenges of processing 
streams of data in real time.  The suggested 
architecture is decomposed into three layers: (1) the 
batch layer permits fault tolerance and is also 
optimized in order to provide accurate results. 
Actually this is the layer which forms the historical 
data; (2) the speed layer is optimized to guarantee 
short time reaction and takes into account only the 
latest measurements; (3) the serving layer provides 
views with low latency of the results generated in the 
batch layer. The reason for dividing the architecture 
into three layers is the flexibility it offers for the 
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respective areas. The quickly obtained but probably 
inaccurate results of the speed layer are substituted 
by the more precise results of the batch layer. 

The main objective of the current research is to 
offer a flexible Lambda architecture for an Energy 
Management System, which can manage structured, 
semi-structured and unstructured data streams. The 
study is focused on the challenges of implementing 
the batch layer based on the Hadoop MapReduce 
technology.   

The article is structured as follows: Section 2 
reviews some related research. Section 3 outlines the 
nature of Lambda architecture. Section 4 presents a 
generic Lambda architecture of an Energy 
Management System. Section 5 discusses the 
implementation of the batch layer based on Hadoop 
MapReduce technology. Finally, in Sections 6, the 
author makes a conclusion and offers ideas for 
further research.  
 

 
2. Related work 

 
2.1. Energy Management Systems 
 
The research work, presented in [6], discusses the 

purpose of a Home Energy Management System 
from the point of view of several aspects such as the 
advantages it gives to users, the periods of taking 
measurements, computational limitations, multi-
objective scheduling, heterogeneous device 
integration, and forecast unpredictability of the 
system. The attention is focused on the reactions and 
activities of this type of systems as a result of the 
way they have been designed. 

Conejo et al. outline in [2] an optimization model 
directed towards regulating the energy consumed 
daily by a particular customer to the minimum. What 
is more, the suggested model regulates and defines 
by default the limits of the minimal and maximum 
hourly load levels. In this way, the hourly load level 
is adapted to the energy price per hour.  

Zipperer et al. discuss in [3] the possibilities of 
smart households to reduce carbon dioxide emissions 
and lower electricity bills by improving energy 
efficiency. This can be achieved by using renewable 
energy sources and the active participation of all 
household members. The research emphasizes the 
important roles of both users and technologies, which 
support the economical use of energy in the smart 
home. 

The review [11] of the Home Heating, Ventilation 
and Air Conditioning (HVAC) systems evaluates the 
progress they have made and their capabilities to 
change temperature according to the preferences of 
house inhabitants. This is done by sensors, which 
monitor and respond to the chosen temperature 
range. Currently the HVAC systems use “smart” 

programmable thermostats but still do not do 
anything apart from switching on and off the system.   

A project for a dynamic adaptation in a smart 
building in Australia has been suggested by 
Ramakrishnan et al. in [21]. The capabilities of the 
Digital Environment Home Energy Management 
Systems (DEHEMS) are explained in [17]. Through 
wide-range sensors, these systems monitor the state 
of the electric circuit, the performance of the electric 
appliances, the consumption of gas and the 
temperature in the premises and in this way evaluate 
the consumption of energy in the building. 
DEHEMSs use computerized smart infrastructure to 
analyze gathered data so that they can select the best 
approach to improving energy saving.  

 
2.2. Lambda architecture 
 
The Lambda architecture, which is developed by 

Marz [15], is directed towards solving problems of 
querying large quantities of petabytes data. Such 
queries are unreasonably expensive and are 
characterized by high latency of results. In order to 
solve this problem Marz divides the architecture into 
three layers. 

 

The research, outlined in [16], makes a comparison 
of the costs incurred as a result of implementing the 
Lambda architecture by using SaaS (software as a 
service) with the purpose of facilitating Information 
Technologies analytics when making decisions based 
on data streams analysis. For this purpose, P. Perez-
Arteaga et al. have developed a case study to analyse 
the transportation of data by three public cloud 
service providers, i.e. Google Cloud Platform, 
Microsoft Azure, and Amazon Web Services Cloud. 
Fan and Bifet [23] claim that the Lambda 
architecture can be used as a solution to future 
challenges that big data processing may face with 
reference to data retrieving. Kiran et al. [14] present 
the implementation of a Lambda architecture project 
to design feedback of Amazon EC2 processed data. 
The purpose of the project is to provide high 
productivity and high speed of intensive data demand 
delivered as service.  Robak et al. [20] study the 
application of big data and linked data concepts in 
supply chains and point out that the Lambda 
architecture could be one of the possible solutions to 
handling the large amounts of data in this field. 
These researchers do not discuss the possibility of 
obtaining incorrect real-time results, which could 
lead to inability to manage the decision-making 
process. Ye et al. [7] present a cloud based service 
platform for retrieving and analyzing data, which is 
integrated with the R programming language and has 
four layers. Amazon [18] supports a set of freely 
linked but well-integrated instruments that provide 
tools for applying the Lambda architecture. 
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2.3. Batch processing 
 
The publication of the MapReduce programming 

model [9] and the Google File System [19] has 
caused increased attention to the research carried out 
in the field of batch processing systems. The Hadoop 
distributed file system [22] is an open source 
realization of the concepts, integrated in MapReduce 
and Google File System. Many ideas have been 
developed by using the capabilities of this newly – 
implemented concept and thanks to the wide use of 
Hadoop in the industry. In addition, different 
technologies, based on the Hadoop platform, have 
been developed, namely (1) high-level programming 
languages to bridge the gap between the low level 
programming of the MapReduce procedures and 
SQL based declarative programming methods; (2) 
distributed data storage systems whose purpose is to 
provide possibilities for executing low latency 
queries. The main components of the Hadoop 
ecosystem are presented in [13].     

McCreary & Kelly [5] summarize the existing 
SQL and NoSQL data storage systems and focus 
their attention on the following systems, which 
support or are based on the Hadoop distributed file 
system: HBase, Hypertable and Cassandra. HBase 
and Hypertable follow the BigTable model, while 
Cassandra is distributed data storage of the key-value 
type, which supports the Hadoop data file system. 

Marz [15] discusses the possible solutions to 
storing data obtained from the batch layer and rejects 
the above – mentioned methods for the following 
reasons: (1) the high – level languages, which are 
oriented towards the end user, introduce limitations 
between the different elements of the code; (2) it is 
becoming harder to separate the code into modules; 
(3) the general – purpose programming language and 
the data processing languages are not closely related 
and this complicates the work process.  
 

 
3. Lambda architecture properties review 

 

Nathan Marz [15] offers the term Lambda 
architecture for a generic, scalable and fault-tolerant 
software architecture focused on data processing. 
The most important characteristic of Lambda 
architecture is the fact that it utilizes technique 
permitting data storage in two places. For this reason, 
the logo of the architecture involves the “λ” symbol. 
Figure 1. presents the Lambda architecture with the 
highest level of abstraction.  All data entering the 
system for processing is sent both to the batch layer 
and the speed layer. The batch layer has two 
functions, namely (1) managing the master dataset 
and (2) in-advance 
 

 
Figure 1. Lambda Architecture Main Components [15] 

 
calculating the batch views. The serving layer 
indexes the batch views so that they can make 
queries with low-latency. Query response to the 
system is obtained by combining the results from the 
batch views and the real time views. The programme 
system that is based on Lambda architecture 
combines a slower subsystem for batch processing of 
large amounts of data with a subsystem for faster 
real-time data processing. Such a system is linearly 
scalable and it would also permit scale-out rather 
than scale-up. The batch layer recalculates the 
function, which is defined by the query, based on the 
dataset and then updates the serving layer. This 
operation causes high latency and the moment the 
visualization of the in-advance-transformed query is 
complete it already becomes outdated. The speed 
layer utilizes only the latest records in the dataset in 
order to visualize data from the missing period of 
time, during which the batch layer has executed its 
operations. The Lambda architecture is summarized 
by the following three equations [15]: 
 
Batch view = function( all data  
 
Realtime view =  

function( realtime view, new 
data) 
 
Query =  

  function(batch view, realtime 
view)  
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4. Lambda architecture of an energy 
management system 

 
Figure 2. shows a general Lambda architecture of 

an Energy Management System. The suggested 
architecture models the main subsystems and outlines 
the way they interact with each other.   

 

 
Figure 2.  Lambda architecture of an Energy Management 

System 
 

The End User Services module provides a set of 
web-based utilities which can be used by different 
user interfaces and other external systems. It uses 
Representation and Reasoning Tier in order to 
provide adaptive, context-sensitive elements of the 
end user services. Similarly, the module utilizes the 
services of the Raw Data Processing Tier to offer 
real-time information to end users. Several virtual 
control nodes are established on the Metering Tier. 
They are configured as modules that address the 
following specific energy areas: (1) the thermal 
module incorporates the sensors and actuators that 
are located throughout the building as part of the 
heating, ventilation, and air-conditioning system, (2) 
the lighting module incorporates the sensors 

positioned to monitor the use of lighting across the 
household. The data is used to develop ambient light 
profiles for different times in the day, which can be 
implemented through remote actuation in response to 
sensor feedback on lighting levels; (3) the appliance 
module enables configuration and control of plug-
level sensors placed across appliances and services in 
the building. The Time Series Database stores the 
raw time-series data collected from each of the 
households. 
 
5. Implementation of the batch layer 

 

  For the implementation of the batch layer of an 
Energy Management System, which corresponds to 
the Representation and Reasoning Tier from Figure 
2., the author suggests applying the Hadoop 
MapReduce technology. MapReduce is a framework 
for processing big, unstructured datasets, which are 
stored in scale-out architecture that is shared-nothing 
[4], [10]. Hadoop is an open source Apache project 
[8], [22] which involves a distributed file system and 
a framework for distributed data processing based on 
the concepts incorporated in MapReduce. The main 
approach used in Hadoop is to regroup one huge 
workload into smaller sub-workloads which are then 
merged (reduced) to produce the final result. Hadoop 
also supports a distributed file system which is scaled 
when large amounts are stored and this is required 
when there are such workloads. The Hadoop cluster 
is designed so to remain stable when some of its 
separate components fail during the work process. 
This is achieved by dividing the files into blocks 
which are distributed between the cluster nodes. The 
data in the Hadoop distributed file system is 
protected by a mechanism for a replication between 
the cluster nodes. This guarantees reliability and high 
availability in case any of the nodes fails. There are 
two types of HDFS nodes (see Figure 3.): DataNode, 
which stores the data blocks, and NameNode, 
supporting the metadata, which involves a list 
containing the number of blocks in the HDFS and a 
list of the DataNodes in the cluster. There are two 
additional types of nodes used by MapReduce, 
namely TaskTracker and JobTracker. A Secondary 
NameNode supports a copy of the metadata that can 
be used in case the NameNode fails. 

The suggested implementation of a batch layer, 
based on the Hadoop MapReduce technology, allows 
users to make queries about the energy consumption 
and other related information. Through well-
formulated and organized batch views it is possible 
to retrieve relevant data and generate answers with 
the appropriate data. For example, users may want to 
compare the total energy consumption for the current 
year with that of the previous year, to prepare a 
profile of energy consumption of their or their 
neighbors’ households or compare their household 
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energy consumption with the average household 
consumption in the particular region. It is supposed 
that consumers define different queries for retrieving 
data from the master dataset that are, however, 
related, i.e. similar or completely matching each 
other. In other words, 

 

 
Figure 3.  MapReduce and HDFS system architecture 

 
some queries appear repeatedly implicitly or 
explicitly in already executed queries. For example, 
household X may want to compare energy 
consumption in 2017 with energy consumption in 
2018. Therefore, the batch views for the consumed 
energy in 2017 and in 2018 have already been 
generated when the query is made in 2018.  
Similarly, the batch view for 2018 can be used again 
in order to compare the energy consumption for 2018 
with that for 2019. With reference to this, it is not 
necessary to generate again a batch view of the 
consumed household energy in 2018 if the respective 
batch view is already stored and available on request. 
Another example is related to the case when there are 
already created batch views for the energy 
consumption of household X for every month and the 
energy consumption batch view for a respective 
quarter can be obtained from the monthly batch 
views. The quarterly batch views can also be used 
again for generating the annual batch view of the 
energy consumption of household X. If the 
households from a particular region have similar 

energy consumption batch views, the batch view of 
the average household energy consumption in the 
region can be obtained by using the already existing 
batch views. 

It is possible to generate much more complex 
batch views if the system supports information about 
the semantic characteristics of the domain.  For 
example, data about the kitchen appliances including 
classification of the kitchen appliances and their 
attributes; types of energy consumed and measured 
in the different households; and household location 
defined through GPS coordinates and altitude. For 
example, one batch view retrieves data about the 
average energy consumption in a particular region 
while another batch view analyses which appliances 
consume the most energy for a specific period of 
time in particular households. These two batch views 
could be incorporated in a new batch view that can 
be used for a further analysis of the appliances that 
consume the most energy in a region, for instance.  

To a great extent, the extensive utilization of the 
MapReduce technology is due to the fact that it is 
simple to use. This means that apart from the 
preparation of the input data, programmers need to 
develop only the Mapper, Reducer and, if necessary, 
the Combiner and Partitioner. All other aspects of the 
processing, which is executed on all cluster nodes, 
are managed by the framework.    

Hadoop MapReduce provides a mechanism which 
allows programmers to use the distributed systems in 
the processing of big datasets. In order to formulate 
and organize different batch views, programmers 
need to develop the respective Mapper and Reduces. 
Figure 4. shows a pseudo-code based implementation 
of the Mapper and Reducer. This is typical example 
of a data aggregation operation executed by 
calculating the mean values of energy consumed by 
every user in a particular region where users are 
defined by specific identifiers. The energy 
consumption is determined through a particular 
number of measurements made for a specified period 
of time. Therefore, there is a big dataset where the 
key is a symbol sequence representing the user 
identifier, while the measurement values are integers 
and it is necessary to calculate the mean value of all 
integers, which are associated with one and the same 
key. 

This type of data aggregation requires adding a 
Combiner that partially aggregates the results by 
calculating the components needed for obtaining the 
mean value. The main function of the Combiner is to 
summarize the corresponding output records with the 
same key. The output (the key-value pair) of the 
Combiner is sent through the computer network as a 
task to the Reducer. The Combiner class is used 
between the Map class and the Reduce class to 
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reduce the size of the data transferred between the 
Map and Reduce phases. 

In the implementation presented in Figure 4., the 
Combiner receives a user ID and an associated list of 
integer values, which is used for calculating the sum 
of these values and their number, i.e. count. Sum and 
count are packed in a pair and are emitted as 
Combiner output together with the user identifier.  In 
the Reducer, the pairs, containing the partial sums 
and counts, are 

 
Figure 4.  Pseudo code of the Mapper and Reducer 

 
summarized to calculate the mean value. It should be 
noted that the Combiner must have both input and 
output of the key-value type, which must match the 
output type of the Mapper and the input type of the 
Reducer. For this reason, the Mapper emits a value in 
the form of a pair that consists of integer, which 
corresponds to the value and the digit one (1), which 
corresponds to an instance with such a value. The 
Combiner collects the partial sums and counts and 
emits pairs with updated sums and counts. The 
Reducer implementation is similar to that of the 
Combiner except for the mean value which is 
calculated at the end. The outlined implementation 
transforms a non – associative operation (calculation 

of the mean value of integers) into an associative 
operation. 

 
6. Conclusion 

 
 The main contribution of this study is to offer an 

Analysis & Reasoning Tier implementation, 
corresponding to the batch layer, which will provide 
good solutions for handling the increased amounts of 
data and the need of making decisions, based on real-
time analysis. In order to meet these requirements, the 
conducted research is directed towards optimizing the 
horizontal scalability and reducing the latency of the 
distributed system. The Lambda architecture applies a 
different approach and introduces the idea of eventual 
accuracy. The batch layer guarantees the execution of 
a large number of processes in a batch processing 
mode on historical datasets.  MapReduce has 
considerable capacity due to the fact that its modules, 
written in MapReduce terms, are actually scalable. 
MapReduce automatically distributes calculations 
between the cluster machines regardless of the input 
size. All details concerning the competitive execution, 
data transfer between items of the cluster and the 
execution planning process remain hidden for 
programmers. 

The author’s further efforts will be directed 
towards developing patterns for the main aggregated 
operations that will be used by the batch layer of an 
Energy Management System by taking into account 
both the characteristics of the particular algorithms 
and the expected size of the input dataset. What is 
meant here is that if the Mapper executes only a very 
small part of the input dataset processing, this will 
generate a larger amount of data that has to be 
processed by the Reducer and, consequently, heavier 
network traffic between the Mappers and Reducers. 
In other words, when developing algorithms, 
programmers should pay attention to the functional 
differences between the Map and Reduce phases in 
order to achieve the best results. 

References  

[1]. Gandomi, A., & Haider, M. (2015). Beyond the hype: 
Big data concepts, methods, and analytics. 
International Journal of Information Management, 
35(2), 137-144. 

[2]. Conejo, A., Morales, J.M., Baringo, L. (2010). Real-
time demand response model. IEEE Transactions on 
Smart Grid, 1(3), 236-242. 

[3]. Zipperer, A., Aloise-Young, P., Suryanarayanan, S.,  
Roche, R., Earle, L., Christensen, D., Bauleo, P.,  
Zimmerle, D. (2013). Electric Energy Management in 
the Smart Home: Perspectives on Enabling 
Technologies and Consumer Behavior. In Proc. of the 
IEEE, 101(11), 2397-2408. 
 

class Mapper 
   method Map(string ID; int val) 
      Emit(string ID; pair(val,1)) 
  

class Combiner 
 method Combine( string ID;  
          pairs[(s

1
,c

1
);(s

2
,c

2
)…]) 

   sum:=0 
   count:=0 
   for all pair(s,c)  
     in pairs[(s

1
,c

1
);(s

2
,c

2
)…] do 

         sum:=sum + s 
         cnt:=cnt + c 
   Emit(string ID; pair(sum,cnt)) 
  
class Reducer 
 method Reduce(string ID; 
         pairs[(s

1
,c

1
);(s

2
;c

2
) …]) 

   sum:=0 
   cnt:=0 
   for all pair(s,c) 
     in pairs[(s

1
,c

1
);(s

2
;c

2
)…] do 

         sum:=sum + s 
         cnt:=cnt + c 
     val

avg
:=sum=cnt 

     Emit(string ID; int r
avg
) 

  



TEM Journal. Volume 8, Issue 2, Pages 339-345, ISSN 2217-8309, DOI: 10.18421/TEM82-04, May 2019. 

TEM Journal – Volume 8 / Number 2 / 2019.                                                                                                                                 345 

[4]. Tang, B., Han, J., Beheshti, M., Poppe, G., Nguekap, 
L., Siddiqui, R. (2015). Seismic Data Collection with 
Shakebox and Analysis Using MapReduce. Journal of 
Computer and Communications, 3, 94-101. 

[5]. McCreary, D., Kelly, A. (2014). Making sense of 
NoSQL, Manning Publications. 

[6]. Shroufa, F., Miragliotta, F.G. (2015). Energy 
management based on Internet of Things: practices 
and framework for adoption in production 
management. Journal of Cleaner Production, 100, 
235–246. 

[7]. Ye, F., Wang, Z., Zhou, F., Wang, Y., Zhou, Y. 
(2013).  Cloud-Based Big Data Mining & Analyzing 
Services Platform Integrating R. In Proc. of IEEE 
International Conference on Advanced Cloud and Big 
Data (CBD), 147-151. 

[8]. Valova, I., Kalmukov, Y. (2018). Web-based 
university staff's publication analysis system, In Proc. 
of 41st International Convention on Information and 
Communication Technology, Electronics and 
Microelectronics, (MIPRO), 1717-1721. 

[9]. Dean, J., Ghemawat, S. (2003). Mapreduce: 
simplified data processing on large clusters, 
Communications of the ACM, 51(1), 107-113. 

[10]. Shim, K. (2013). MapReduce Algorithms for Big 
Data Analysis. In: Databases in Networked 
Information Systems. Lecture Notes in Computer 
Science, 7813. 

[11]. Yeli, L., Bo, C., Junliang, C. (2013). A monitoring 
system of the heating system based on IoT and DDS. 
International Journal on Communications, 2(4), 109-
115. 

[12]. Beaudin, M., Zareipour, H. (2015). Home energy 
management systems: A review of modelling and 
complexity. Renewable and Sustainable Energy 
Reviews, 45, 318–335. 

[13]. Grover, M., Malaska, T., Seidman, J., Shapira, G. 
(2015). Hadoop Application Architectures, O’Reilly 
Media, Inc. 

[14]. Kiran, M., Murphy, P., Monga, I., Dugan, J.,  
Baveja, S.S. (2015). Lambda Architecture for Cost-
effective Batch and Speed Big Data processing, In 
Proc. IEEE International Conference on Big Data 
(Big Data), 2785-2792. 

[15]. Marz, N., & Warren, J. (2015). Big Data: Principles 
and best practices of scalable real-time data systems. 
New York; Manning Publications Co.. 

[16]. Pérez-Arteaga, P., Castellanos, C., Castro, H., 
Correal, D., Guzmán, L., & Denneulin, Y. (2018, 
July). Cost Comparison of Lambda Architecture 
Implementations for Transportation Analytics using 
Public Cloud Software as a Service. In Special 
Session on Software Engineering for Service and 
Cloud Computing (pp. 855-862). SCITEPRESS-
Science and Technology Publications. 

[17]. Liu, Q., Cooper, G., Linge, N., Takruri-Rizk, H., 
Sowden, R. (2013). DEHEMS: creating a digital 
environment for large-scale energy management at 
homes. IEEE Trans. Consumer Electronics, 59(1), 62-
69. 

[18]. Srinivasan, R., Ratan, U. (2018). Amazon Web 
Services - Lambda Architecture for Batch and Stream 
Processing on AWS.   Retrieved from: 
https://d1.awsstatic.com/whitepapers/lambda-
architecure-on-for-batch-aws.pdf  
(accessed: 04 January 2019). 

[19]. Ghemawat, S., Gobioff, H., Leung, S. (2003). The 
google file system. In ACM SIGOPS Operating 
Systems Review, 37, 29-43. 

[20]. Robak, S., Franczyk, B., Robak, M. (2013). 
Applying big data and linked data concepts in supply 
chains management. In Proc. of IEEE Federated 
Conference on Computer Science and Information 
Systems (FedCSIS), 1215-1221. 

[21]. Ramakrishnan, S., & Ramakrishnan, S. (2013, July). 
WoT (Web of Things) for energy management in a 
smart grid-connected home. In Proceedings of the 
Informing Science and Information Technology 
Education Conference (pp. 461-472). Informing 
Science Institute. 

[22]. Prajapati, V. (2015). Big data analytics with R and 
Hadoop, Packt Publishing. 

[23]. Fan, W., Bifet, A. (2013). Mining big data: current 
status, and forecast to the future. ACM SIGKDD 
Explorations Newsletter, 14(2), 1-5. 
 
  
 
 

 

https://d1.awsstatic.com/whitepapers/lambda-architecure-on-for-batch-aws.pdf
https://d1.awsstatic.com/whitepapers/lambda-architecure-on-for-batch-aws.pdf

